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Perceptron
In machine learning, the perceptron is an algorithm for supervised 
classification of an input into one of several possible non-binary 
outputs. It is a type of linear classifier, i.e. a classification algorithm 
that makes its predictions based on a linear predictor function 
combining a set of weights with the feature vector

…
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Reverse Transcription-Polymerase 
Chain Reaction (RT-PCR)
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and testing procedure was performed 5 times for these 4
different classifiers. Each time a specific bucket was used
for testing, and the remaining 4 buckets for training. In
the second setting, all data from NYPH/WCM were
used for training, and the data from NYPH/LMH were
used for testing. In both settings, highly suspicious neg-
atives (HSN) were excluded in the training process.
Here an HSN was defined as a negative RT-PCR test in
a patient who had a positive RT-PCR result upon re-
testing within 2 days.

Results

The pipeline of our modeling framework is illustrated in
Fig. 2. A summary of statistics of the 27 routine labora-
tory tests used to construct the input feature vectors of
the prediction model is shown in online Supplemental
Table 1. The models were trained and tested on a retro-
spective dataset collected from 3356 SARS-CoV-2 RT-
PCR tested adult patients who had routine laboratory
testing performed within 48 h prior to the release of
RT-PCR result, between March 11 to April 29, 2020,
at NYPH/WCM. This dataset included 1,402 SARS-
CoV-2 RT-PCR positive and 1,954 negative patients
who ranged in age from 18 to 101 years (mean
56.4 years, demographic information in Table 1).
Among 590 patients who had repeat testing during this
7-week study period, 53 were initially negative but be-
came positive upon repeat testing. Among this sub-
group, 32 patients’ RT-PCR results changed from
negative to positive within a 2-day period.

The performance of 4 machine learning models
from 5-fold cross validation are summarized in Fig. 3.
The GBDT model achieved the best performance with
an area under the receiver operating characteristic curve
(AUC) value of 0.854 (95% CI: 0.829—0.878),

sensitivity of 0.761 (95% CI: 0.744—0.778), specificity
of 0.808 (95% CI: 0.795–0.821), and agreement with
RT-PCR of 0.791 (0.776—0.805) at the operating
point determined by the maximum Youden Index (26 ),
confidence intervals for sensitivity and specificity are an-
alyzed by the approach based on Box-Cox transforma-
tion (27 ). Furthermore, since 54% of RT-PCR tests
were ordered from the ED, performance of the GBDT
model was tested on ED patients and achieved an AUC
of 0.879, a sensitivity of 0.800, a specificity of 0.825,
and an agreement with RT-PCR of 0.815.

As an independent validation, we tested the perfor-
mance of the trained model on an independent patient
dataset (496 positive and 968 negative by RT-PCR,
Table 1) collected from NYPH/LMH during the same
time period as the NYPH/WCM site. Using the model
trained on NYPH/WCM patients, we were able to
obtain an AUC of 0.838 on the NYPH/LMH data,
confirming the ability to generalize our model to other
hospitals. Given the same sensitivity (0.758) as NYPH/
WCM, the specificity reached 0.740.

To further interpret the trained GBDT model,
we adopted the Shapley additive explanations
(SHAP) (28 ) technique using the SHAP package
(https://github.com/slundberg/shap). It assigns each
feature an importance value (the Shapley value) for
each specific classification. The summary plot of the
impact of laboratory tests to final prediction is shown
in Fig. 4a. For instance, higher lactic acid dehydroge-
nase (LDH) values drive a positive prediction,
whereas higher lymphocyte count values drive a nega-
tive prediction. In addition, lower troponin values
were seen in COVID-19 positive patients than the
control group, who were also ill patients coming to
hospital for other causes, such as myocardial
infarction.
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Fig. 2. Illustration of the modeling pipeline. Routine laboratory testing results completed within 2 days prior to the release of
RT-PCR results were used to construct a vector, upon which a classifier was built to predict the RT-PCR positive or negative result.
Each dimension of the vector corresponds to a specific laboratory test, and its value corresponds to the average of all results of
this laboratory test taken during the collection window. The model outputs a probability score ranging from 0–1, indicating the
risk of SARS-CoV-2 infection.

Routine Laboratory Tests Predict SARS-CoV-2 Infection

Clinical Chemistry 66:11 (2020) 1399
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Discussion

In this study, we proposed a machine learning model
incorporating routine laboratory blood tests and a lim-
ited number of demographic features to predict the
SARS-CoV-2 infection status of an individual. The
model utilizes data that already exist in the medical re-
cord, rather than novel biomarkers, to predict the
SARS-CoV-2 infection status. Our model is able to gen-
erate a probability score of SARS-CoV-2 infection in
real time before RT-PCR results are available, identifies
the patients with high risk of being SARS-CoV-2 posi-
tive and allows for quicker, more disease-specific patient
management. As such, this model could be deployed
clinically as an application integrated into the Electronic
Medical Record system. Using this application, clini-
cians could be alerted promptly of the infection risk
level, allowing for rapid triaging and quarantining of
high-risk patients, as well as prompting rapid re-testing
in those with positive model findings and negative
SARS-CoV-2 RT-PCR results.

A recent study (6 ) proposed a machine learning
model integrating chest CT findings with clinical symp-
toms, exposure history, leukocyte counts, age, and sex
to assist in the diagnosis of SARS-CoV-2 infection in a
Chinese patient cohort. This model could be useful
when CT scans are available for all patients. However,
CT scans are not recommended as part of the initial
routine clinical workup of COVID-19 by the American

College of Emergency Physicians (ACEP) (7 ). In con-
trast, our model is designed to complement the existing
COVID-19 evaluation pathway based on the ACEP
COVID-19 Field Guideline (7 ). Predicting the proba-
bility of SARS-CoV-2 infection based on routine labora-
tory testing without radiology evidence is fast and
inexpensive. However, it can be challenging because 1)
the differences of individual laboratory test results are
subtle between infected and noninfected patients at an
early stage of the disease; and 2) in practice, patients
may not undergo extensive laboratory testing, resulting
in missing values in the dataset. In spite of these compli-
cations, our model has demonstrated a robust perfor-
mance and delivers accurate predictions. More
importantly, we have proven that the model can be gen-
eralized to other hospitals, other patient populations
and other laboratory testing environments based on the
predictability seen using an independent patient dataset.
There have been attempts to build SARS-CoV-2 predic-
tive models with routine laboratory tests (10 , 29 ).
However, these studies were based on a small set of rou-
tine lab tests and the patient cohort sizes were smaller
than our study.

The GBDT model was trained by iteratively select-
ing discriminative features from the root to leaf nodes
and aggregating multiple trees with the weights deter-
mined from subset of the training samples. Thus, the
tree nodes and the weights in the model reflect their
impacts to the prediction, which is driven by the

Fig. 3. Performance of 4 models using 5-fold cross validation on the test set. (a) Comparison of the ROC curves for the gradient
boosting decision tree (GBDT) model, random tree model, logistic regression model, and decision tree model. (b) Comparison of
the AUC, sensitivity, specificity, and agreement with SARS-CoV-2 RT-PCR (at the operating point determined by the Youden
Index) achieved by the 4 models.
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training data, making the model interpretable. For in-
stance, larger values of inflammatory markers, such as
LDH, ferritin, and CRP drive to a positive prediction.
These markers have been reported to be significantly as-
sociated with a higher risk of the development of
COVID-19 and disease progression (9 , 30 ). Smaller val-
ues of lymphocyte count drive to a positive prediction.
Lymphopenia is observed in a proportion of COVID-
19 patients at hospital admission (7 , 31 ) and is a com-
mon feature in severe COVID-19 patients (3, 32 ). It is
noteworthy that the control group in the training set
consisted of patients negative for COVID-19 but ill for
other diseases. That may explain why smaller values of a
few laboratory tests, such as troponin, ALP, and indirect
bilirubin, were seen in the SARS-CoV-2 positive group
compared to the control group.

There are three potential limitations to the use of
this model. First, the model was trained on a dataset
generated from a patient cohort who were in the hospi-
tal for moderate to life-threatening presentations of
COVID-19. Thus, this model may not be applicable
to mild COVID-19 cases. Second, the model was

developed with a “control group” of ill patients in a met-
ropolitan hospital for other causes. Thus, the model
may need further refinement with different populations,
such as patients seen in a primary care office. Third,
clinical application of the proposed model may require
modification of laboratory testing practice to include
tests that are not currently part of the institutional
COVID-like illness (CLI) laboratory test panel.

Generally speaking, an ideal training set for a
learning-based approach should cover the variability of
samples across different demographic and geographic
distributions, as well as co-morbidities, facilities (e.g.,
ED, inpatients, out-patient clinics) and to follow their
changes over time. In practice, any training set collected
within a fixed time period cannot satisfy all these wishes.
The deployment of software in medical scenarios cannot
be achieved by one stop. It is a continuous learning pro-
cess that involves model monitoring, updating, and cus-
tomization. The US Food and Drug Administration
published a white paper (33) last year particularly
discussing how to properly regulate the adaptations/
modifications of AI/machine learning models as a

Fig. 4. Contribution laboratory tests to the prediction of the GBDT model, using the SHAP technique. (a) The laboratory tests are
organized on the y-axis according to their mean absolute SHAP values shown on the x-axis, which represents how the testing
results drive the prediction of the GBDT model. Individual values of each test for each patient are colored according to their rela-
tive values. (b) Representative force plot of a patient who had a negative RT-PCR result at the initial ED visit. The GBDT model
predicts a positive probability score of 0.95. Laboratory tests in red are positive “force,” whereas tests in blue are negative
“force” driving the COVID-19 positive prediction.
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Lundberg, Scott M., and Su-In Lee. "A unified approach to interpreting model predictions." In Advances in neural information 
processing systems, pp. 4765-4774. 2017.
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performance with two evaluation metrices including dice coeffi-
cient (DC) and pixel accuracy (PA) by a five-fold cross-validation
test (Table S3). We adopt DeepLabv3 as the backbone for sub-
sequent analyses for its better segmentation performance.
Compared to human experts, our segmentation network ob-
tained smoother and clearer lesion segmentation boundaries
and archived a high accuracy (Figures 2 and S3).

Accurate Diagnosis of NCP
To distinguish NCP from other common pneumonia and normal
controls, we employed a diagnostic system based on a lung-
lesion segmentation model and a diagnosis analysis model.
The diagnosis classification took the lung-lesion map as an input
generated by segmentation networks and utilized the normalized
CT volumes for further diagnosis prediction. While real-world
original scans contained noises and varied for different devices
and human operations, our approach provided better general-
ization and interoperability during clinical implementations
instead of end-to-end black-box networks.
We used a total of 40,880 slices from 260 patients including

83 NCP patients, 91 common pneumonia patients, and 86
normal controls to test our diagnosis classifier model as an in-

ternal validation (Table S1). Our system was able to differentiate
NCP from other two classes (other common pneumonia and
normal controls) with 92.49% accuracy, 94.93% sensitivity,
91.13% specificity, and an area under the receiver operating
characteristic (AUROC) of 0.9797 (95% CI: 0.9665–0.9904) on
an internal validation dataset. The overall performance for
three-way classification obtained 92.49% accuracy and an
AUROC of 0.9813 (95% confidence interval [CI]: 0.9691–
0.9902) (Figures 3A and 3B).

AI System Performance Evaluation in Independent
Chinese and International Cohorts
To address regional variations and general applicability of our AI
diagnostic system, our AI system performancewas tested in four
other different regions using different datasets. Specifically, our
AI performance was tested in a retrospective study in an external
cohort from an epidemic area in Hubei, China (City of Yichang). In
addition, we also tested our AI system performance in three
other regions in a prospective fashion, with one cohort from
the epicenter Hubei, China (City of Wuhan) and two cohorts
from other non-epidemic areas in China (City of Hefei and City
of Guangzhou).

A

B

Figure 1. Our Proposed AI Framework for NCP Diagnosis and Prognosis Prediction
(A) A large CT dataset was constructed using the data from CC-CCII (532,506 CT images from NCP, common pneumonia, and normal controls). The NCP

diagnosis system consisted of two models: a lung-lesion segmentation model and a diagnosis prediction model. We first trained a segmentation network with

4,695 manually segmented images from NCP and common pneumonia patients. The diagnosis classifier took as input the previous lung-lesion map and

generated probability of three classes: NCP, common pneumonia, and normal controls with classification networks. A number of prospective pilot studies were

also conducted to test our AI performance for clinical application.

(B) AI-assisted clinical prognosis estimation based on CT quantitative parameters and clinical metadata. A system for risk factor evaluation and Kaplan-Meier

curve analysis for severe or critical illness as defined in the text was also implemented.

See also Figures S1, S2, and S7 and Table S1.
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In a retrospective study in the City of Yichang, Hubei Prov-
ince, China, 155 NCP patients, 36 common pneumonia pa-
tients, and 17 normal controls who underwent CT imaging
were enrolled in this study (Table S1). Our AI diagnostic system
archived 90.70% accuracy, 92.15% sensitivity, 85.92% speci-
ficity, and AUROC of 0.9805 (95% CI: 0.9662–0.9899) for NCP
versus all other groups and an accuracy of 89.92% and AUROC
of 0.9805 (95% CI: 0.9662–0.9899) for the overall three-way
classification (NCP, common pneumonia, and normal controls)
(Figures 3C and 3D).

The first prospective pilot study was conducted inWuhan, Hu-
bei Province, China (the epicenter) from January 25 to March 18,
2020 (Table S1). Our AI diagnostic system achieved 91.20% ac-
curacy, 94.03% sensitivity, 88.46% specificity, and AUROC of
0.9610 (95% CI: 0.9403–0.9785) for NCP versus all other groups
together and an accuracy of 91.20% and AUROC of 0.9741
(95% CI: 0.9583–0.9856) for the overall three-way classification
(NCP, common pneumonia, and normal controls) in this pro-
spective study cohort (Figures 4A and 4B).

A second prospective pilot study was conducted in a non-
epidemic region in Hefei, Anhui Province, China, from February
2 to March 25, 2020 (Table S1). Our AI diagnostic system
archived 90.32% accuracy, 94.74% sensitivity, 89.19% speci-
ficity, and AUROC of 0.9700 (95% CI: 0.9500–0.9872) for NCP
versus all other groups together and an accuracy of 91.76%
and AUROC of 0.9776 (95% CI: 0.9630–0.9899) for the overall
three-way classification (NCP, common pneumonia, and normal
controls) in this second study prospective cohort (Figures 4C
and 4D).

A

B

C

Figure 2. Performance of Our AI System on
a Lesion Segmentation Task Shown in
Three Examples
Left column: original CT slices from three NCP

patients; middle column, manually segmented

CT slices; right column, AI-based automated

segmented CT slices.

Row (A) A CT slice with mild NCP lesions defined

as small ground-glass opacities (GGO) of bilateral

lung involvement.

Row (B) A CT slice with intermediate NCP lesions.

Bilateral and predominantly peripheral lesions of

GGO.

Row (C) A CT slice with severe NCP lesions.

Bilateral and peripheral mixed lesions of GGO and

consolidation shadows.

The severity level definitions are as follows: mild,

defined as less than three GGO lesions of size less

than 3 cm; intermediate, defined as a lesion area

more than 25% of the entire lung field; severe,

defined as a lesion area more than 50% of the

entire lung field.

See also Figure S3 and Table S2.

The third prospective pilot study was
conducted in another non-epidemic re-
gion in Guangzhou, Guangdong Province
(China) from February 8 to March 27,
2020 (Table S1). Our AI diagnostic system
archived 84.78% accuracy, 90.00%

sensitivity, 84.15% specificity, and AUROC of 0.9512 (95% CI:
0.9124–0.9820) for NCP versus all other groups together and
an accuracy of 89.67% and AUROC of 0.9755 (95% CI:
0.9545–0.9896) for the overall three-way classification (NCP,
common pneumonia, and normal controls) (Figure 4E and 4F).
To validate our AI system’s general applicability outside China,

we obtained CT images from an open source and additional data
from our collaborators in Ecuador (Table S1). Our AI diagnostic
system achieved 84.11% accuracy, 86.67% sensitivity,
82.26% specificity, and AUROC of 0.905 (95% CI: 0.8421–
0.9612) for NCP versus all other groups together and an accu-
racy of 85.05% and AUROC of 0.9381 (95% CI: 0.8944–
0.9742) for the overall three-way classification (Figures S5A
and S5B). Together, these five studies confirmed the high perfor-
mance, accuracy, and general applicability of the AI diagnostic
system both within China and internationally.

Evaluation of Drug Treatment Effects on AI-Based
Lesion Quantitative Measurements
We also evaluated the effect of drug treatment on lesion size and
volume changes using our AI-generated quantitative measure-
ments. NCP patients undergoing three different drug treatment
trials were analyzed. The enrollment criteria included a
confirmed NCP diagnosis by a positive viral PCR test and no
other prior treatment history. We quantified lung lesions (GGO
and total lesion volumes) on CT scans and compared the differ-
ences between pre-treatment and post-treatment results for
three administered experimental drugs. The CT scans demon-
strated quantitative lesion changes, indicating the potential of
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et al. "Clinically applicable AI system for accurate diagnosis, quantitative measurements, 
and prognosis of covid-19 pneumonia using computed tomography." Cell (2020).
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lesions. In this task, the CNN achieves 72.1 ±  0.9% (mean ±  s.d.)  overall 
accuracy (the average of individual inference class accuracies) and two 
dermatologists attain 65.56% and 66.0% accuracy on a subset of the 
validation set. Second, we validate the algorithm using a nine-class 
disease partition—the second-level nodes—so that the diseases of 
each class have similar medical treatment plans. The CNN achieves 
55.4 ±  1.7% overall accuracy whereas the same two dermatologists 
attain 53.3% and 55.0% accuracy. A CNN trained on a finer disease 
partition performs better than one trained directly on three or nine 
classes (see Extended Data Table 2), demonstrating the effectiveness 
of our partitioning algorithm. Because images of the validation set are 
labelled by dermatologists, but not necessarily confirmed by biopsy, 
this metric is inconclusive, and instead shows that the CNN is learning 
relevant information.

To conclusively validate the algorithm, we tested, using only 
 biopsy-proven images on medically important use cases, whether 
the algorithm and dermatologists could distinguish malignant versus 
benign lesions of epidermal (keratinocyte carcinoma compared to 
benign seborrheic keratosis) or melanocytic (malignant melanoma 
compared to benign nevus) origin. For melanocytic lesions, we show 

two trials, one using standard images and the other using dermoscopy 
images, which reflect the two steps that a dermatologist might carry out 
to obtain a clinical impression. The same CNN is used for all three tasks. 
Figure 2b shows a few example images, demonstrating the difficulty in 
distinguishing between malignant and benign lesions, which share many 
visual features. Our comparison metrics are sensitivity and specificity:

=sensitivity true positive
positive

=specificity true negative
negative

where ‘true positive’ is the number of correctly predicted malignant 
lesions, ‘positive’ is the number of malignant lesions shown, ‘true neg-
ative’ is the number of correctly predicted benign lesions, and ‘neg-
ative’ is the number of benign lesions shown. When a test set is fed 
through the CNN, it outputs a probability, P, of malignancy, per image.  
We can compute the sensitivity and specificity of these probabilities 

Acral-lentiginous melanoma
Amelanotic melanoma
Lentigo melanoma
…

Blue nevus
Halo nevus
Mongolian spot
…

Training classes (757)Deep convolutional neural network (Inception v3) Inference classes (varies by task) 

92% malignant melanocytic lesion

8% benign melanocytic lesion

Skin lesion image

Convolution
AvgPool
MaxPool
Concat
Dropout
Fully connected
Softmax

Figure 1 | Deep CNN layout. Our classification technique is a  
deep CNN. Data flow is from left to right: an image of a skin lesion  
(for example, melanoma) is sequentially warped into a probability 
distribution over clinical classes of skin disease using Google Inception  
v3 CNN architecture pretrained on the ImageNet dataset (1.28 million 
images over 1,000 generic object classes) and fine-tuned on our own 
dataset of 129,450 skin lesions comprising 2,032 different diseases.  
The 757 training classes are defined using a novel taxonomy of skin disease 
and a partitioning algorithm that maps diseases into training classes 

(for example, acrolentiginous melanoma, amelanotic melanoma, lentigo 
melanoma). Inference classes are more general and are composed of one 
or more training classes (for example, malignant melanocytic lesions—the 
class of melanomas). The probability of an inference class is calculated by 
summing the probabilities of the training classes according to taxonomy 
structure (see Methods). Inception v3 CNN architecture reprinted 
from https://research.googleblog.com/2016/03/train-your-own-image-
classifier-with.html
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Inflammatory
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Figure 2 | A schematic illustration of the taxonomy and example test 
set images. a, A subset of the top of the tree-structured taxonomy of skin 
disease. The full taxonomy contains 2,032 diseases and is organized based 
on visual and clinical similarity of diseases. Red indicates malignant, 
green indicates benign, and orange indicates conditions that can be either. 
Black indicates melanoma. The first two levels of the taxonomy are used in 
validation. Testing is restricted to the tasks of b. b, Malignant and benign 

example images from two disease classes. These test images highlight the 
difficulty of malignant versus benign discernment for the three medically 
critical classification tasks we consider: epidermal lesions, melanocytic 
lesions and melanocytic lesions visualized with a dermoscope. Example 
images reprinted with permission from the Edinburgh Dermofit Library 
(https://licensing.eri.ed.ac.uk/i/software/dermofit-image-library.html).

© 2017 Macmillan Publishers Limited, part of Springer Nature. All rights reserved.
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by choosing a threshold probability t and defining the prediction ŷ for 
each image as ŷ = P ≥ t. Varying t in the interval 0–1 generates a curve 
of sensitivities and specificities that the CNN can achieve.

We compared the direct performance of the CNN and at least 
21 board-certified dermatologists on epidermal and melanocytic 

lesion classification (Fig. 3a). For each image the dermatologists 
were asked whether to biopsy/treat the lesion or reassure the patient. 
Each red point on the plots represents the sensitivity and specificity 
of a  single  dermatologist. The CNN outperforms any dermatologist 
whose  sensitivity and specificity point falls below the blue curve of 
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Dermatologists (25) 
Average dermatologist

Algorithm: AUC = 0.94 
Dermatologists (22) 
Average dermatologist

Algorithm: AUC = 0.91
Dermatologists (21) 
Average dermatologist

Figure 3 | Skin cancer classification performance of the CNN and 
dermatologists. a, The deep learning CNN outperforms the average of 
the dermatologists at skin cancer classification using photographic and 
dermoscopic images. Our CNN is tested against at least 21 dermatologists 
at keratinocyte carcinoma and melanoma recognition. For each test, 
previously unseen, biopsy-proven images of lesions are displayed, and 
dermatologists are asked if they would: biopsy/treat the lesion or reassure 
the patient. Sensitivity, the true positive rate, and specificity, the true 
negative rate, measure performance. A dermatologist outputs a single 
prediction per image and is thus represented by a single red point. The 
green points are the average of the dermatologists for each task, with 
error bars denoting one standard deviation (calculated from n =  25, 22 
and 21 tested dermatologists for keratinocyte carcinoma, melanoma 
and melanoma under dermoscopy, respectively). The CNN outputs a 
malignancy probability P per image. We fix a threshold probability t 

such that the prediction ŷ for any image is ŷ = P ≥ t, and the blue curve is 
drawn by sweeping t in the interval 0–1. The AUC is the CNN’s measure 
of performance, with a maximum value of 1. The CNN achieves superior 
performance to a dermatologist if the sensitivity–specificity point of 
the dermatologist lies below the blue curve, which most do. Epidermal 
test: 65 keratinocyte carcinomas and 70 benign seborrheic keratoses. 
Melanocytic test: 33 malignant melanomas and 97 benign nevi. A second 
melanocytic test using dermoscopic images is displayed for comparison: 
71 malignant and 40 benign. The slight performance decrease reflects 
differences in the difficulty of the images tested rather than the diagnostic 
accuracies of visual versus dermoscopic examination. b, The deep learning 
CNN exhibits reliable cancer classification when tested on a larger dataset.  
We tested the CNN on more images to demonstrate robust and reliable 
cancer classification. The CNN’s curves are smoother owing to the larger 
test set.

Squamous cell carcinomas

Basal cell carcinomas 

Nevi

Melanomas

Seborrhoeic keratoses

Epidermal benign
Epidermal malignant
Melanocytic benign
Melanocytic malignant

Figure 4 | t-SNE visualization of the last hidden layer representations 
in the CNN for four disease classes. Here we show the CNN’s internal 
representation of four important disease classes by applying t-SNE,  
a method for visualizing high-dimensional data, to the last hidden layer 
representation in the CNN of the biopsy-proven photographic test sets 

(932 images). Coloured point clouds represent the different disease 
categories, showing how the algorithm clusters the diseases. Insets show 
images corresponding to various points. Images reprinted with permission 
from the Edinburgh Dermofit Library (https://licensing.eri.ed.ac.uk/i/
software/dermofit-image-library.html).

© 2017 Macmillan Publishers Limited, part of Springer Nature. All rights reserved.



12
http://www.mind.uci.edu/dementia/mild-cognitive-impairment/

Asgari M, Kaye J, Dodge H. Predicting mild cognitive impairment from spontaneous spoken utterances. 
Alzheimer's & Dementia: Translational Research & Clinical Interventions. 2017 Jun 1;3(2):219-28.

https://venturebeat.com/2019/07/16/study-seniors-talk-with-ai-chatbots-
more-when-the-conversation-is-deeper/

http://www.mind.uci.edu/dementia/mild-cognitive-impairment/
https://venturebeat.com/2019/07/16/study-seniors-talk-with-ai-chatbots-more-when-the-conversation-is-deeper/


13

Question 
Category

Question

Activity Did you go outside lately?
So what did you do today?

Social Did you run into any familiar faces lately?
Where did you have dinner?

Picture What do you see in this picture?
Where do you think this picture was taken?

Tech How are you with the computer?
Did you use your computer lately?

Unspecified <unspecified scheduling comment>
<unspecified picture comment>
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models trained on the diverse training sets achieved better predic-
tive performance for pain and greater reductions in racial and socio-
economic pain disparities than models trained on the non-diverse 
training sets of the same size (Extended Data Fig. 1). The model 
trained on a dataset with no Black patients reduced the racial pain 
disparity by only 2.3× KLG, as opposed to an average of 4.9× for 
models trained on five randomly sampled diverse training sets of 
the same size (P value for difference, <0.001 for all five randomly 
sampled training sets; results when removing all lower-income or 
all lower-education patients were similar). Thus, training set diver-
sity contributes to the algorithm’s ability to reduce disparities.

In addition to raising important questions regarding how we 
understand potential sources of pain, our results have impli-
cations for the determination of who receives arthroplasty for  
knee pain. While radiographic severity is not part of the formal 
guideline in allocations for arthroplasty (which only requires  
evidence of radiographic damage26), empirically, patients with 
higher KLGs are more likely to receive surgery27. Consequently, we  

hypothesize that underserved patients with disabling pain but  
without severe radiographic disease could be less likely to receive 
surgical treatments and more likely to be offered non-specific thera-
pies for pain. This approach could lead to overuse of pharmaco-
logical remedies, including opioids, for underserved patients and 
contribute to the well-documented disparities in access to knee 
arthroplasty10,27,28.

Our findings are consistent with previous literature report-
ing that underserved patients are less likely to receive knee sur-
gery29. In our data, Black patients have 0.78 lower odds (95% CI, 
0.64–0.96) of receiving knee surgery, as do lower-income (0.63; 
95% CI, 0.54–0.74) and lower-education patients (0.85; 95% CI, 
0.74–0.99). Patients from underserved populations are also more 
likely to be treated with opioids (odds ratios, 2.17 for Black (95% CI, 
1.58–2.99), 1.78 for lower-income (95% CI, 1.34–2.37) and 2.33 for 
lower-education patients (95% CI, 1.74–3.11).

Disparities in pain, particularly those remaining after adjust-
ment for standard radiographic severity, could contribute to these 
observations. Patients with greater radiographic severity are empiri-
cally more likely to receive arthroplasty27 (although formal arthro-
plasty guidelines simply require presence of radiographic damage26). 
Arthroplasty removes tissue objectively affected by degenerative 
disease and thereby relieves pain (though no trials specifically 
demonstrated that benefit varies by radiographic appearance10,28). 
As a result, most total knee replacements occur in patients with 
end-stage knee osteoarthritis11.

ALG-P identifies a subgroup of patients who have severe pain, 
based on the radiographic appearance of the knee; however, this 
appearance is not consistent with severe osteoarthritis as defined 
by commonly used radiographic grading systems. It is possible that 
these patients would benefit from arthroplasty, but because radio-
graphic osteoarthritis severity partially determines the decision to 
offer surgery (along with pain, function and quality of life), these 
patients may not be offered surgery. Because these patients, with 
severe pain and high ALG-P but lower osteoarthritis severity (KLG), 
were more likely to be Black, limitations of standard measures 
could contribute to disparities in access to arthroplasty. To test this 
hypothesis, we replicated a procedure previously used in an analy-
sis of arthroplasty allocation, using severe knee pain (KOOS ≤ 86.1) 
and severe osteoarthritis (KLG ≥ 3) to identify patients in our data-
set who were likely under most active consideration for arthro-
plasty27. These patients were then compared with patients identified 
using our alternative eligibility rule comprising severe pain and 
our alternate measure of severe osteoarthritis, severe ALG-P, as 
opposed to severe KLG. Table 3 illustrates the differences between 
the existing and simulated guidelines for allocation to arthroplasty. 
The same number of knees were classified as having severe osteo-
arthritis when using both the KLG and ALG-P severity measures. 

Table 2 | Reducing unexplained racial and socioeconomic disparities in pain

Pain disparity (KOOS points) after controlling for Reduction in pain disparity after controlling for Ratio of 
reduction

No severity 
measures

Radiographic severity 
(KLG)

Algorithmic severity 
(ALG-P)

Radiographic severity 
(KLG)

Algorithmic severity 
(ALG-P)

ALG-P to KLG

Race 10.6 (8.3, 12.9) 9.7 (7.4, 11.9) 6.1 (3.7, 8.3) 9% (3%, 16%) 43% (33%, 56%) 4.7 (3.2, 11.8)
Income 4.2 (2.8, 5.6) 3.5 (2.3, 4.9) 2.9 (1.6, 4.1) 16% (5%, 29%) 32% (18%, 50%) 2.0 (1.4, 4.4)

Education 5.3 (3.7, 6.7) 4.9 (3.5, 6.2) 3.7 (2.4, 5.0) 8% (−1%, 18%) 30% (18%, 44%) 3.6 (2.1, *)

The first three columns report racial and socioeconomic pain disparities (in KOOS points) without any controls for severity (first column, equivalent to the difference in mean pain scores between groups), 
when controlling for the clinician’s severity measure KLG (second column) and when controlling for algorithmic severity measure ALG-P (third column). Controlling for either severity measure reduces 
racial and socioeconomic pain disparities, with the algorithmic severity measure achieving a larger reduction. The final three columns quantify the sizes of these reductions. The fourth column reports how 
much pain disparities are reduced by controlling for KLG, relative to controlling for no severity measures (that is, the reduction in the second column relative to the first). The fifth column reports how much 
pain disparities are reduced by controlling for ALG-P, relative to controlling for no severity measures (that is, the reduction in the third column relative to the first). The final column reports the ratio of the 
reductions in disparities by ALG-P versus KLG. In parentheses are 95% CIs computed by cluster bootstrapping at the patient level. The asterisk in the bottom-right entry (*) indicates that the upper limit of 
the CI was not defined, because the CI for the denominator included zero.

Fig. 1 | Heatmap of a representative X-ray image. The model’s prediction 
target is the pain score in the knee appearing on the right side of the image. 
Regions that influence the prediction more strongly are shown in brighter 
colors.
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models trained on the diverse training sets achieved better predic-
tive performance for pain and greater reductions in racial and socio-
economic pain disparities than models trained on the non-diverse 
training sets of the same size (Extended Data Fig. 1). The model 
trained on a dataset with no Black patients reduced the racial pain 
disparity by only 2.3× KLG, as opposed to an average of 4.9× for 
models trained on five randomly sampled diverse training sets of 
the same size (P value for difference, <0.001 for all five randomly 
sampled training sets; results when removing all lower-income or 
all lower-education patients were similar). Thus, training set diver-
sity contributes to the algorithm’s ability to reduce disparities.

In addition to raising important questions regarding how we 
understand potential sources of pain, our results have impli-
cations for the determination of who receives arthroplasty for  
knee pain. While radiographic severity is not part of the formal 
guideline in allocations for arthroplasty (which only requires  
evidence of radiographic damage26), empirically, patients with 
higher KLGs are more likely to receive surgery27. Consequently, we  

hypothesize that underserved patients with disabling pain but  
without severe radiographic disease could be less likely to receive 
surgical treatments and more likely to be offered non-specific thera-
pies for pain. This approach could lead to overuse of pharmaco-
logical remedies, including opioids, for underserved patients and 
contribute to the well-documented disparities in access to knee 
arthroplasty10,27,28.

Our findings are consistent with previous literature report-
ing that underserved patients are less likely to receive knee sur-
gery29. In our data, Black patients have 0.78 lower odds (95% CI, 
0.64–0.96) of receiving knee surgery, as do lower-income (0.63; 
95% CI, 0.54–0.74) and lower-education patients (0.85; 95% CI, 
0.74–0.99). Patients from underserved populations are also more 
likely to be treated with opioids (odds ratios, 2.17 for Black (95% CI, 
1.58–2.99), 1.78 for lower-income (95% CI, 1.34–2.37) and 2.33 for 
lower-education patients (95% CI, 1.74–3.11).

Disparities in pain, particularly those remaining after adjust-
ment for standard radiographic severity, could contribute to these 
observations. Patients with greater radiographic severity are empiri-
cally more likely to receive arthroplasty27 (although formal arthro-
plasty guidelines simply require presence of radiographic damage26). 
Arthroplasty removes tissue objectively affected by degenerative 
disease and thereby relieves pain (though no trials specifically 
demonstrated that benefit varies by radiographic appearance10,28). 
As a result, most total knee replacements occur in patients with 
end-stage knee osteoarthritis11.

ALG-P identifies a subgroup of patients who have severe pain, 
based on the radiographic appearance of the knee; however, this 
appearance is not consistent with severe osteoarthritis as defined 
by commonly used radiographic grading systems. It is possible that 
these patients would benefit from arthroplasty, but because radio-
graphic osteoarthritis severity partially determines the decision to 
offer surgery (along with pain, function and quality of life), these 
patients may not be offered surgery. Because these patients, with 
severe pain and high ALG-P but lower osteoarthritis severity (KLG), 
were more likely to be Black, limitations of standard measures 
could contribute to disparities in access to arthroplasty. To test this 
hypothesis, we replicated a procedure previously used in an analy-
sis of arthroplasty allocation, using severe knee pain (KOOS ≤ 86.1) 
and severe osteoarthritis (KLG ≥ 3) to identify patients in our data-
set who were likely under most active consideration for arthro-
plasty27. These patients were then compared with patients identified 
using our alternative eligibility rule comprising severe pain and 
our alternate measure of severe osteoarthritis, severe ALG-P, as 
opposed to severe KLG. Table 3 illustrates the differences between 
the existing and simulated guidelines for allocation to arthroplasty. 
The same number of knees were classified as having severe osteo-
arthritis when using both the KLG and ALG-P severity measures. 

Table 2 | Reducing unexplained racial and socioeconomic disparities in pain

Pain disparity (KOOS points) after controlling for Reduction in pain disparity after controlling for Ratio of 
reduction

No severity 
measures

Radiographic severity 
(KLG)

Algorithmic severity 
(ALG-P)

Radiographic severity 
(KLG)

Algorithmic severity 
(ALG-P)

ALG-P to KLG

Race 10.6 (8.3, 12.9) 9.7 (7.4, 11.9) 6.1 (3.7, 8.3) 9% (3%, 16%) 43% (33%, 56%) 4.7 (3.2, 11.8)
Income 4.2 (2.8, 5.6) 3.5 (2.3, 4.9) 2.9 (1.6, 4.1) 16% (5%, 29%) 32% (18%, 50%) 2.0 (1.4, 4.4)

Education 5.3 (3.7, 6.7) 4.9 (3.5, 6.2) 3.7 (2.4, 5.0) 8% (−1%, 18%) 30% (18%, 44%) 3.6 (2.1, *)

The first three columns report racial and socioeconomic pain disparities (in KOOS points) without any controls for severity (first column, equivalent to the difference in mean pain scores between groups), 
when controlling for the clinician’s severity measure KLG (second column) and when controlling for algorithmic severity measure ALG-P (third column). Controlling for either severity measure reduces 
racial and socioeconomic pain disparities, with the algorithmic severity measure achieving a larger reduction. The final three columns quantify the sizes of these reductions. The fourth column reports how 
much pain disparities are reduced by controlling for KLG, relative to controlling for no severity measures (that is, the reduction in the second column relative to the first). The fifth column reports how much 
pain disparities are reduced by controlling for ALG-P, relative to controlling for no severity measures (that is, the reduction in the third column relative to the first). The final column reports the ratio of the 
reductions in disparities by ALG-P versus KLG. In parentheses are 95% CIs computed by cluster bootstrapping at the patient level. The asterisk in the bottom-right entry (*) indicates that the upper limit of 
the CI was not defined, because the CI for the denominator included zero.

Fig. 1 | Heatmap of a representative X-ray image. The model’s prediction 
target is the pain score in the knee appearing on the right side of the image. 
Regions that influence the prediction more strongly are shown in brighter 
colors.
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burden that individuals carry” 

Centers for 
Medicare and 
Medicaid Services 

HHS-HCC Model “One unique aspect of the HHS-HCC model is that the 
model does not predict allowed costs, but rather predicts 
plan liability at each of the five ACA metal levels” 

Optum  ImpactPro “Uses a member's clinical episodes of care, prior use of 
health care services, prescription drugs, and lab results 
as markers of their future health care use” 

Milliman Advanced Risk 
Adjusters  

“uses demographic and claim data in conjunction with 
its library of risk adjusters to estimate morbidity and 
healthcare resource use” 

SCIO Health 
Analytics 

Prospective Cost of 
Care Model  

“The model aims at predicting the total costs and 
financial risk per member” 

Truven Health, an 
IBM Company 

Cost of Care Model “estimates both retrospective and future expected 
healthcare payments” 

Wakely Consulting 
Group 

Risk Assessment 
Model 

“anticipate what the HHS-HCC model may look like” 
(refers to the Centers for Medicare and Medicaid 
Services model above) 

 
 
Algorithm implementation in the health system we study 
 
At the health system we study, the algorithm is given a data frame with two elements. 

1. 𝐶𝐶𝑖𝑖𝑖𝑖 (label): Total medical expenditures (which for simplicity we denote “costs”) in year t 
2. 𝑋𝑋𝑖𝑖,𝑖𝑖−1(features): For the commercially insured sample, we observe the raw insurance 

claims data that form the totality of inputs to the predictive algorithm (though we do not 
observe how these raw data are combined to form the specific variables used for 
prediction). These data are records of care utilized and billed to the patient’s insurer over 
the year t-1: 

a. Demographics (e.g., age and sex, but specifically excluding race), 
b. Insurance type, 
c. ICD-9 diagnosis and procedure codes, 
d. Prescribed medications, 
e. Encounters, categorized by type of service (e.g., surgical, radiology, etc.), 
f. Billed amounts, categorized by type (e.g., outpatient specialists, dialysis, etc.). 

 
A programmer collects these data for all eligible patients (those enrolled in risk-based insurance 
contracts) for a given year t-1, and feeds them into the commercial software, which delivers back 
a risk score for year t. The algorithm’s stated goal (from promotional materials) is to predict 
which individuals are in need of specialized intervention programs and which intervention 
programs have the most impact on the quality of individuals’ health. These scores, which are 
meant to flag individuals for intervention before their health becomes catastrophic, are a key 
part of the decision to enroll a patient in the care management program (which is described in 

of substantial disparities in program screening.
We quantify this by simulating a counterfactual
world with no gap in health conditional on
risk. Specifically, at some risk threshold a, we
identify the supramarginal White patient (i)
with Ri > a and compare this patient’s health
to that of the inframarginal Black patient ( j )
with Rj < a. IfHi >Hj , as measured by number
of chronic medical conditions, we replace the
(healthier, but supramarginal) White patient
with the (sicker, but inframarginal) Black patient.
We repeat this procedure until Hi = Hj, to
simulate an algorithm with no predictive gap
between Blacks and Whites. Fig. 1B shows the
results: At all risk thresholds a above the 50th
percentile, this procedure would increase the
fraction of Black patients. For example, at a =
97th percentile, among those auto-identified
for the program, the fraction of Black patients
would rise from 17.7 to 46.5%.
We then turn to amoremultidimensional pic-

ture of the complexity and severity of patients’
health status, as measured by biomarkers that
index the severity of the most common chro-
nic illnesses in our sample (as shown inTable 1).
This allows us to identify patients who might
derive a great deal of benefit from care man-
agement programs—e.g., patients with severe

diabetes who are at risk of catastrophic com-
plications if they do not lower their blood sugar
(18, 26). (The materials and methods section
describes several experiments to rule out a large
effect of the program on these health measures
in year t; had there been such an effect, we
could not easily use the measures to assess the
accuracy of the algorithm’s predictions onhealth,
because the program is allocated as a function
of algorithm score.) Across all of these impor-
tant markers of health needs—severity of diabe-
tes, highbloodpressure, renal failure, cholesterol,
and anemia—we find that Blacks are substan-
tially less healthy than Whites at any level of
algorithmpredictions, as shown in Fig. 2. Blacks
havemore-severe hypertension, diabetes, renal
failure, and anemia, and higher cholesterol.
Themagnitudes of these differences are large:
For example, differences in severity of hyper-
tension (systolic pressure: 5.7 mmHg) and
diabetes [glycated hemoglobin (HbA1c): 0.6%]
imply differences in all-causemortality of 7.6%
(27) and 30% (28), respectively, calculatedusing
data fromclinical trials and longitudinal studies.

Mechanism of bias

An unusual aspect of our dataset is that we
observe the algorithm’s inputs and outputs

as well as its objective function, providing us
a unique window into the mechanisms by
which bias arises. In our setting, the algorithm
takes in a large set of raw insurance claims
data Xi,t−1 (features) over the year t − 1: demo-
graphics (e.g., age, sex), insurance type, diag-
nosis and procedure codes, medications, and
detailed costs. Notably, the algorithm specifi-
cally excludes race.
The algorithm uses these data to predict Yi,t

(i.e., the label). In this instance, the algorithm
takes total medical expenditures (for simplic-
ity, we denote “costs” Ct) in year t as the label.
Thus, the algorithm’s prediction on health
needs is, in fact, a prediction on health costs.
As a first check on this potential mechanism

of bias, we calculate the distribution of real-
ized costs C versus predicted costs R. By this
metric, one could call the algorithm unbiased.
Fig. 3A shows that, at every level of algorithm-
predicted risk, Blacks andWhites have (rough-
ly) the same costs the following year. In other
words, the algorithm’s predictions are well cal-
ibrated across races. For example, at the med-
ian risk score, Black patients had costs of $5147
versus $4995 for Whites (U.S. dollars); in the
top 5% of algorithm-predicted risk, costs were
$35,541 for Blacks versus $34,059 for Whites.
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Fig. 1. Number of chronic illnesses versus algorithm-predicted risk,
by race. (A) Mean number of chronic conditions by race, plotted against
algorithm risk score. (B) Fraction of Black patients at or above a given risk
score for the original algorithm (“original”) and for a simulated scenario
that removes algorithmic bias (“simulated”: at each threshold of risk, defined
at a given percentile on the x axis, healthier Whites above the threshold are

replaced with less healthy Blacks below the threshold, until the marginal patient
is equally healthy). The × symbols show risk percentiles by race; circles
show risk deciles with 95% confidence intervals clustered by patient. The
dashed vertical lines show the auto-identification threshold (the black
line, which denotes the 97th percentile) and the screening threshold (the gray
line, which denotes the 55th percentile).
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Because these programs are used to target
patients with high costs, these results are large-
ly inconsistent with algorithmic bias, as mea-
sured by calibration: Conditional on risk score,
predictions do not favor Whites or Blacks any-
where in the risk distribution.
To summarize, we find substantial disparities

in health conditional on risk but little disparity
in costs. On the one hand, this is surprising:
Health care costs and health needs are highly
correlated, as sicker patients need and receive
more care, on average. On the other hand, there
aremany opportunities for awedge to creep in
between needing health care and receiving
health care—and crucially, we find that wedge
to be correlated with race, as shown in Fig. 3B.
At a given level of health (again measured by
number of chronic illnesses), Blacks generate
lower costs thanWhites—on average, $1801 less
per year, holding constant the number of chron-
ic illnesses (or $1144 less, if we instead hold
constant the specific individual illnesses that
contribute to the sum). Table S2 also shows
that Black patients generate very different
kinds of costs: for example, fewer inpatient
surgical and outpatient specialist costs, and
more costs related to emergency visits and
dialysis. These results suggest that the driv-
ing force behind the bias we detect is that
Black patients generate lesser medical ex-
penses, conditional on health, even when we
account for specific comorbidities. As a re-
sult, accurate prediction of costs necessarily
means being racially biased on health.
How might these disparities in cost arise?

The literature broadly suggests two main po-
tential channels. First, poor patients face sub-
stantial barriers to accessing health care, even
when enrolled in insurance plans. Although
the population we study is entirely insured,
there are many other mechanisms by which
poverty can lead to disparities in use of health
care: geography and differential access to trans-
portation, competing demands from jobs or
child care, or knowledge of reasons to seek care
(29–31). To the extent that race and socioeco-
nomic status are correlated, these factors will
differentially affect Black patients. Second, race
could affect costs directly via several channels:
direct (“taste-based”) discrimination, changes
to the doctor–patient relationship, or others. A
recent trial randomly assigned Black patients
to a Black or White primary care provider and
found significantly higher uptake of recom-
mended preventive carewhen the provider was
Black (32). This is perhaps the most rigorous
demonstration of this effect, and it fits with a
larger literature on potential mechanisms by
which race can affect health care directly. For
example, it has long been documented that
Black patients have reduced trust in the health
care system (33), a fact that some studies trace
to the revelations of the Tuskegee study and
other adverse experiences (34). A substantial

literature in psychology has documented phys-
icians’differential perceptions of Blackpatients,
in terms of intelligence, affiliation (35), or pain
tolerance (36). Thus, whether it is communi-
cation, trust, or bias, something about the inter-
actions of Black patients with the health care
system itself leads to reduced use of health care.
The collective effect of these many channels is
to lower health spending substantially for Black

patients, conditional on need—a finding that has
been appreciated for at least two decades (37).

Problem formulation

Our findings highlight the importance of the
choice of the label on which the algorithm is
trained. On the one hand, the algorithmman-
ufacturer’s choice to predict future costs is rea-
sonable: The program’s goal, at least in part, is
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Fig. 2. Biomarkers of health versus
algorithm-predicted risk, by race. (A to
E) Racial differences in a range of biological
measures of disease severity, conditional
on algorithm risk score, for the most common
diseases in the population studied. The ×
symbols show risk percentiles by race, except
in (C) where they show risk ventiles; circles
show risk quintiles with 95% confidence
intervals clustered by patient. The y axis in
(D) has been trimmed for readability, so the
highest percentiles of values for Black patients
are not shown. The dashed vertical lines
show the auto-identification threshold (black
line: 97th percentile) and the screening
threshold (gray line: 55th percentile).
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differently depending on skin type. If adequate representation of skin
of color falls short, as it has in mainstream dermatology textbooks, ben-
efits of ML in skin of color could be hindered.7 At this early stage in

the development of ML technology we have an opportunity to inter-
vene and reduce its potential effects on health care disparities in
skin of color.
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Figure. Machine Learning Process for Pigmented Lesions
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Images are collected of pigmented lesions and split into a larger training image
set and a smaller testing image set. The machine learning algorithm (center)
uses the training images to learn how to correctly categorize pigmented lesions
based on their visual features. The model is then tested with the testing images

set to determine model accuracy. The algorithm model is fine-tuned with more
training and testing images. Once the machine learning algorithm is developed,
it can be used on new images. The output gives an estimate of the likelihood of
a given result.
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In the International Skin Imaging Collaboration: Melanoma 
Project, which is one of the largest and often-used, open-
source, public-access archives of pigmented lesions, much of 
the patient data are heavily collected from fair-skinned 
populations in the United States, Europe, and Australia. Thus, 
no matter how advanced the ML algorithm, it may 
underperform on images of lesions in skin of color. 
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Abstract

IMPORTANCE The lack of standards in methods to reduce bias for clinical algorithms presents
various challenges in providing reliable predictions and in addressing health disparities.

OBJECTIVE To evaluate approaches for reducing bias in machine learning models using a real-world
clinical scenario.

DESIGN, SETTING, AND PARTICIPANTS Health data for this cohort study were obtained from the
IBM MarketScan Medicaid Database. Eligibility criteria were as follows: (1) Female individuals aged 12
to 55 years with a live birth record identified by delivery-related codes from January 1, 2014, through
December 31, 2018; (2) greater than 80% enrollment through pregnancy to 60 days post partum;
and (3) evidence of coverage for depression screening and mental health services. Statistical analysis
was performed in 2020.

EXPOSURES Binarized race (Black individuals and White individuals).

MAIN OUTCOMES AND MEASURES Machine learning models (logistic regression [LR], random
forest, and extreme gradient boosting) were trained for 2 binary outcomes: postpartum depression
(PPD) and postpartum mental health service utilization. Risk-adjusted generalized linear models
were used for each outcome to assess potential disparity in the cohort associated with binarized race
(Black or White). Methods for reducing bias, including reweighing, Prejudice Remover, and removing
race from the models, were examined by analyzing changes in fairness metrics compared with the
base models. Baseline characteristics of female individuals at the top-predicted risk decile were
compared for systematic differences. Fairness metrics of disparate impact (DI, 1 indicates fairness)
and equal opportunity difference (EOD, 0 indicates fairness).

RESULTS Among 573 634 female individuals initially examined for this study, 314 903 were White
(54.9%), 217 899 were Black (38.0%), and the mean (SD) age was 26.1 (5.5) years. The risk-adjusted
odds ratio comparing White participants with Black participants was 2.06 (95% CI, 2.02-2.10) for
clinically recognized PPD and 1.37 (95% CI, 1.33-1.40) for postpartum mental health service
utilization. Taking the LR model for PPD prediction as an example, reweighing reduced bias as
measured by improved DI and EOD metrics from 0.31 and −0.19 to 0.79 and 0.02, respectively.
Removing race from the models had inferior performance for reducing bias compared with the other
methods (PPD: DI = 0.61; EOD = −0.05; mental health service utilization: DI = 0.63; EOD = −0.04).

CONCLUSIONS AND RELEVANCE Clinical prediction models trained on potentially biased data may
produce unfair outcomes on the basis of the chosen metrics. This study’s results suggest that the
performance varied depending on the model, outcome label, and method for reducing bias. This

(continued)

Key Points
Question How does the performance
of different methods to reduce bias for
clinical prediction algorithms compare
when measured by disparate impact and
equal opportunity difference?

Findings In a cohort study of 314 903
White and 217 899 Black female
pregnant individuals with Medicaid
coverage, application of a reweighing
method was associated with a greater
reduction in algorithmic bias for
postpartum depression and mental
health service utilization prediction
between White and Black individuals
than simply excluding race from the
prediction models.

Meaning Researchers should examine
clinical prediction models for bias
stemming from the underlying data and
consider methods to mitigate the bias.
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data and low prevalence of candidate labels such as emergency mental health visits, we were unable
to find a neutral target regarding race, so we applied the 3 methods described already to the
secondary outcome of mental health utilization.

Statistical Analysis
Descriptive statistics were used to compare population characteristics. A generalized linear model
with logit link was used to obtain adjusted odds ratio (OR) for race with respect to outcomes. For
prediction tasks, 2014 to 2017 data were split into train, validation, and test sets in a ratio of 5:3:2.
Three commonly used classifiers were fit: logistic regression (LR), random forest (RF), and extreme
gradient boosting (XGB). Features included demographic characteristics, pregnancy outcomes,
baseline comorbidities, medication use, and health care utilization. Base models, models without
race, and models trained on reweighed data were compared for balanced accuracy and fairness
metrics. We report on balanced accuracy rather than area under the curve because, in practice,
classification will be performed at a fixed cutoff. We present results from LR below and results from
XGB and RF in the Supplement. Finally, the trained LR classifier for PPD was evaluated using 2018
data as a hypothetical deployment scenario limited to high-risk patients in the top decile of predicted
risk. We compared the characteristics of these high-risk participants to identify systemic differences
by race. eFigure 2 in the Supplement illustrates the overall approach.

Table 1. Concepts and Terminology in Algorithmic Fairness Research

Terminology9 Definition In this study context
Protected (sensitive) attribute A grouping variable with respect to which we wish

to guarantee fairness
Race (Black or White) is the protected attribute

Privileged value (of protected attribute) An indicator for groups at advantage among all groups defined by a
protected attribute

White race is the historically privileged group (vs Black)
in our study setting

Favorable label The value of a target variable corresponding to a beneficial outcome
for the participant

Positive prediction (ie, being classified as a higher risk
individual) for target variable is the favorable outcome,
as more resource will be allocated to those patients

Fairness metrics8

Group fairness A fairness measure meaning that groups defined by protected
attribute have similar mean predictions

Group fairness would be achieved if proportions of women
classified as favorable label are equal between White and
Black individuals

Individual fairness A fairness measure meaning that similar individuals have
similar predictions

Individual fairness would be achieved if women
who are similar with respect to given features have
similar predictions

Statistical parity A metric of fairness requiring that mean predictions are the same
across groups. In binary classification, disparate impact refers to the
ratio of the means of the predicted label.
P(Ŷ = 1|A = a) = P(Ŷ = 1|A = a’). Ŷ: predicted label, A: race

Based on disparate impact, the ratio of the proportions
of women classified as high-risk in Black and White women
is equal to 1

Equal opportunity A metric of fairness requiring that the true positive rates in the
unprivileged group and privileged group are equal. P(Ŷ = 1|A = a,
Y = 1) = P(Ŷ = 1|A = a’, Y = 1). Ŷ: predicted label, A: race, Y: true label

The difference in true-positive rates (of those who actually
developed postpartum depression, how many were correctly
predicted as positive) between Black and White women is
equal to 0

Fairness through unawareness An approach to achieve fairness through blinding the model by training
models without the protected attributes

Train the models without race variable.

Debiasing methods used in this study9

Reweighing22 Reweighing is one of the preprocessing methods that modify training
data to address algorithmic bias. Reweighing applies weights to each
instance of training data based on the group (privileged vs
unprivileged), label (favorable vs unfavorable) combinations,
making the sensitive attribute and outcome label statistically
independent. For example, the weight for privileged group x favorable
outcome combination would be (Number of privileged × Number of
favorable outcome)/(Total sample size × Number of privileged with
favorable outcome)

NA

Prejudice remover23 Prejudice Remover is one of the in-processing methods where the
algorithm itself is modified to mitigate algorithmic bias. It removes the
dependency between protected attribute and label by adding a
discrimination-aware regularization term to the learning objective. The
added regularizer becomes large when the outcome class is determined
mainly based on sensitive attribute. In the learning process a model
tries to minimize the objective function, and with this added
regularizer the influence of sensitive attribute in outcome class
determination is reduced.

NA

Abbreviation: NA, not applicable.
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The significance threshold was set at P < .05, but there was no explicit hypothesis testing.
Statistical analysis was performed using Python 3.7 (Python Software Foundation) in 2020.

Results
Among 573 634 female individuals initially examined for this study, the mean (SD) age was 26.1 (5.5)
years and eligibility criteria yielded 314 903 White participants (54.9%) and 217 899 Black
participants (38.0%). Both groups had similar mean (SD) age (White participants: 26.0 [5.4] years;
Black participants: 26.2 [5.5] years) and enrollment in managed Medicaid, but White women had
higher prevalence of psychiatric comorbidity and Black women had worse pregnancy outcomes over
the study period (Table 2), consistent with published findings. Notable differences were observed
in baseline prevalence of preterm births (24 055 White patients [7.6%] vs 22 051 Black patients
[10.1%]; standardized difference, 0.1), preeclampsia (15 529 White patients [4.9%] vs 15 841 Black
patients [7.3%]; standardized difference, 0.1), depression (55 543 White patients [17.6%] vs 23 175
Black patients [10.6%]; standardized difference, 0.2), bipolar disorders (12 660 White patients
[4.0%] vs 5199 Black patients [2.4%]; standardized difference, 0.1), opioid use disorders (13 499
White patients [4.3%] vs 1451 Black patients [0.7%]; standardized difference, 0.2), anxiety-related
disorders (40 661 White patients [12.9%] vs 12 005 Black patients [5.5%], standardized difference,
0.3), and in baseline service use levels that were generally lower among Black women (see eTable 2 in
the Supplement for baseline characteristics).

White women were more likely to be diagnosed with PPD compared with Black women (52 370
White patients [16.6%] vs 15 410 Black patients [7.1%]; standardized difference, 0.3) and have at least
1 postpartum mental health visit (34 044 White patients [10.8%] vs 12 612 Black patients [5.8%];
standardized difference, 0.2). After adjusting for risk factors, including baseline comorbidity and

Table 2. Selected Characteristics of Pregnant Women Enrolled in Medicaid (2014-2018)

Characteristic

Participants, No. (%)
Standardized
difference

All
(N = 573 634)a

White
(n = 314 903)

Black
(n = 217 899)

Age, mean (SD), y 26.1 (5.5) 26.0 (5.4) 26.2 (5.5) 0.0

Plan type (HMO vs others) 419 483 (73.1) 233 649 (74.2) 162 338 (74.5) 0.0

Pregnancy outcome

Preterm birth 49 024 (8.5) 24 055 (7.6) 22 051 (10.1) 0.1

Preeclampsia 33 297 (5.8) 15 529 (4.9) 15 841 (7.3) 0.1

Cesarean delivery 167 834 (29.3) 90 554 (28.8) 66 793 (30.7) 0.0

High-risk pregnancy flag 193 437 (33.7) 106896 (33.9) 74 935 (34.4) 0.0

Psychiatric comorbidityb

Depression 82 473 (14.4) 55 543 (17.6) 23 175 (10.6) 0.2

Opioid use disorders 15 386 (2.7) 13 499 (4.3) 1451 (0.7) 0.2

Other substance use disorders 46 140 (8.0) 27 173 (8.6) 17 246 (7.9) 0.0

Bipolar disorders 18 637 (3.2) 12 660 (4.0) 5199 (2.4) 0.1

Anxiety-related disorders 54 941 (9.6) 40 661 (12.9) 12 005 (5.5) 0.3

Baseline service utilization

Routine pregnancy screenings 424 923 (74.1) 231 822 (73.6) 164 365 (75.4) 0.0

Psychiatric therapy
or counselling

24 333 (4.2) 15 028 (4.8) 7891 (3.6) 0.1

Outpatient visits,
mean (SD), No.

17.9 (13.2) 18.6 (14.6) 17.3 (11.4) 0.1

Emergency department visits,
mean (SD), No.

1.7 (2.3) 1.6 (2.3) 2.0 (2.4) 0.2

Postpartum period

Postpartum depressionc 70 821 (12.3) 52 370 (16.6) 15 410 (7.1) 0.3

Any mental health related visits 48 781 (8.5) 34 044 (10.8) 12 612 (5.8) 0.2

HEDIS-qualifying visits 192 427 (33.5) 107 965 (34.3) 70 216 (32.2) 0.0

Abbreviations: HEDIS, Healthcare Effectiveness Data
and Information Set; HMO, health maintenance
organization.
a All pregnant women includes White, Black, Hispanic,

and other race for comparison purposes.
b Diagnosis made during baseline period (ie, from the

beginning of pregnancy to the day of delivery
discharge).

c Postpartum depression is defined as a recorded
diagnosis of depressive disorders or a filled
antidepressant prescription in postpartum period.
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utilization, White women were twice as likely to be evaluated for and diagnosed with PPD (odds ratio
[OR], 2.06; 95% CI, 2.02-2.10) and more likely to use mental health services (OR, 1.37; 95% CI, 1.33-
1.40) in the postpartum period (Table 3). To the extent that our model can adjust for confounding,
the lower odds ratio among black women is at least partly associated with underlying disparity, based
on prior evidence.

Prediction and debiasing performance differed across models and methods used and outcomes
(eTable 3 in the Supplement). The trained LR classifier had moderate test set balanced accuracy for
predicting PPD development (0.73) or mental health service utilization (0.78). Before reweighing,
PPD predictions from the base model had DI of 0.31 and EOD of −0.19 (Figure 1). After removing race,
the DI value was 0.61 and the EOD value was −0.05; after reweighing (with race in the model), DI
improved to 0.79 and EOD improved to 0.02. Similarly, for predicting mental health service use, the
base model had DI of 0.45 and EOD of −0.11. Removing race from the model improved these metrics
to 0.63 for DI and −0.04 for EOD, reweighing to 0.85 and −0.02, respectively. We underscore the fact
that debiasing through reweighing did not compromise model accuracy (balanced accuracy of 0.72
for PPD and 0.78 for utilization prediction). In contrast, Prejudice Remover had lower balanced
accuracy (0.68 for PPD and 0.72 for use prediction) and worse performance for EOD compared with
DI at the comparable level with reweighing results. Results from XGB or RF were qualitatively similar
(eFigure 3 and eFigure 4 in the Supplement, respectively). Race, the fourth important feature in XGB
for PPD prediction, was no longer 1 of the 10 important features after reweighing (eFigure 5 in the
Supplement).

In the resource-limited deployment scenario, the pretrained LR model with reweighing retained
the level of balanced accuracy (0.73) with improved metrics (DI = 0.68; EOD = −0.02) compared

Table 3. Age-Adjusted and Fully Adjusted ORs for White vs Black Participantsa

Characteristic

OR (95% CI)

Age-adjusted Fully adjusted
Postpartum depression 2.64 (2.59-2.69) 2.06 (2.02-2.10)

Mental health service utilization 1.98 (1.94-2.03) 1.37 (1.33-1.40)

Abbreviation: OR, odds ratio.
a Generalized linear model with logit link was fitted for each outcome. Compared with the model adjusted for age only

(age-adjusted), fully adjusted models included known risk factors of postpartum depression including demographic
characteristic variables, pregnancy outcome, and baseline comorbidity, medication use, and health service
utilization level.
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utilization, White women were twice as likely to be evaluated for and diagnosed with PPD (odds ratio
[OR], 2.06; 95% CI, 2.02-2.10) and more likely to use mental health services (OR, 1.37; 95% CI, 1.33-
1.40) in the postpartum period (Table 3). To the extent that our model can adjust for confounding,
the lower odds ratio among black women is at least partly associated with underlying disparity, based
on prior evidence.

Prediction and debiasing performance differed across models and methods used and outcomes
(eTable 3 in the Supplement). The trained LR classifier had moderate test set balanced accuracy for
predicting PPD development (0.73) or mental health service utilization (0.78). Before reweighing,
PPD predictions from the base model had DI of 0.31 and EOD of −0.19 (Figure 1). After removing race,
the DI value was 0.61 and the EOD value was −0.05; after reweighing (with race in the model), DI
improved to 0.79 and EOD improved to 0.02. Similarly, for predicting mental health service use, the
base model had DI of 0.45 and EOD of −0.11. Removing race from the model improved these metrics
to 0.63 for DI and −0.04 for EOD, reweighing to 0.85 and −0.02, respectively. We underscore the fact
that debiasing through reweighing did not compromise model accuracy (balanced accuracy of 0.72
for PPD and 0.78 for utilization prediction). In contrast, Prejudice Remover had lower balanced
accuracy (0.68 for PPD and 0.72 for use prediction) and worse performance for EOD compared with
DI at the comparable level with reweighing results. Results from XGB or RF were qualitatively similar
(eFigure 3 and eFigure 4 in the Supplement, respectively). Race, the fourth important feature in XGB
for PPD prediction, was no longer 1 of the 10 important features after reweighing (eFigure 5 in the
Supplement).

In the resource-limited deployment scenario, the pretrained LR model with reweighing retained
the level of balanced accuracy (0.73) with improved metrics (DI = 0.68; EOD = −0.02) compared

Table 3. Age-Adjusted and Fully Adjusted ORs for White vs Black Participantsa

Characteristic

OR (95% CI)

Age-adjusted Fully adjusted
Postpartum depression 2.64 (2.59-2.69) 2.06 (2.02-2.10)

Mental health service utilization 1.98 (1.94-2.03) 1.37 (1.33-1.40)

Abbreviation: OR, odds ratio.
a Generalized linear model with logit link was fitted for each outcome. Compared with the model adjusted for age only

(age-adjusted), fully adjusted models included known risk factors of postpartum depression including demographic
characteristic variables, pregnancy outcome, and baseline comorbidity, medication use, and health service
utilization level.
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utilization, White women were twice as likely to be evaluated for and diagnosed with PPD (odds ratio
[OR], 2.06; 95% CI, 2.02-2.10) and more likely to use mental health services (OR, 1.37; 95% CI, 1.33-
1.40) in the postpartum period (Table 3). To the extent that our model can adjust for confounding,
the lower odds ratio among black women is at least partly associated with underlying disparity, based
on prior evidence.

Prediction and debiasing performance differed across models and methods used and outcomes
(eTable 3 in the Supplement). The trained LR classifier had moderate test set balanced accuracy for
predicting PPD development (0.73) or mental health service utilization (0.78). Before reweighing,
PPD predictions from the base model had DI of 0.31 and EOD of −0.19 (Figure 1). After removing race,
the DI value was 0.61 and the EOD value was −0.05; after reweighing (with race in the model), DI
improved to 0.79 and EOD improved to 0.02. Similarly, for predicting mental health service use, the
base model had DI of 0.45 and EOD of −0.11. Removing race from the model improved these metrics
to 0.63 for DI and −0.04 for EOD, reweighing to 0.85 and −0.02, respectively. We underscore the fact
that debiasing through reweighing did not compromise model accuracy (balanced accuracy of 0.72
for PPD and 0.78 for utilization prediction). In contrast, Prejudice Remover had lower balanced
accuracy (0.68 for PPD and 0.72 for use prediction) and worse performance for EOD compared with
DI at the comparable level with reweighing results. Results from XGB or RF were qualitatively similar
(eFigure 3 and eFigure 4 in the Supplement, respectively). Race, the fourth important feature in XGB
for PPD prediction, was no longer 1 of the 10 important features after reweighing (eFigure 5 in the
Supplement).

In the resource-limited deployment scenario, the pretrained LR model with reweighing retained
the level of balanced accuracy (0.73) with improved metrics (DI = 0.68; EOD = −0.02) compared

Table 3. Age-Adjusted and Fully Adjusted ORs for White vs Black Participantsa

Characteristic

OR (95% CI)

Age-adjusted Fully adjusted
Postpartum depression 2.64 (2.59-2.69) 2.06 (2.02-2.10)

Mental health service utilization 1.98 (1.94-2.03) 1.37 (1.33-1.40)

Abbreviation: OR, odds ratio.
a Generalized linear model with logit link was fitted for each outcome. Compared with the model adjusted for age only

(age-adjusted), fully adjusted models included known risk factors of postpartum depression including demographic
characteristic variables, pregnancy outcome, and baseline comorbidity, medication use, and health service
utilization level.
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utilization, White women were twice as likely to be evaluated for and diagnosed with PPD (odds ratio
[OR], 2.06; 95% CI, 2.02-2.10) and more likely to use mental health services (OR, 1.37; 95% CI, 1.33-
1.40) in the postpartum period (Table 3). To the extent that our model can adjust for confounding,
the lower odds ratio among black women is at least partly associated with underlying disparity, based
on prior evidence.

Prediction and debiasing performance differed across models and methods used and outcomes
(eTable 3 in the Supplement). The trained LR classifier had moderate test set balanced accuracy for
predicting PPD development (0.73) or mental health service utilization (0.78). Before reweighing,
PPD predictions from the base model had DI of 0.31 and EOD of −0.19 (Figure 1). After removing race,
the DI value was 0.61 and the EOD value was −0.05; after reweighing (with race in the model), DI
improved to 0.79 and EOD improved to 0.02. Similarly, for predicting mental health service use, the
base model had DI of 0.45 and EOD of −0.11. Removing race from the model improved these metrics
to 0.63 for DI and −0.04 for EOD, reweighing to 0.85 and −0.02, respectively. We underscore the fact
that debiasing through reweighing did not compromise model accuracy (balanced accuracy of 0.72
for PPD and 0.78 for utilization prediction). In contrast, Prejudice Remover had lower balanced
accuracy (0.68 for PPD and 0.72 for use prediction) and worse performance for EOD compared with
DI at the comparable level with reweighing results. Results from XGB or RF were qualitatively similar
(eFigure 3 and eFigure 4 in the Supplement, respectively). Race, the fourth important feature in XGB
for PPD prediction, was no longer 1 of the 10 important features after reweighing (eFigure 5 in the
Supplement).

In the resource-limited deployment scenario, the pretrained LR model with reweighing retained
the level of balanced accuracy (0.73) with improved metrics (DI = 0.68; EOD = −0.02) compared

Table 3. Age-Adjusted and Fully Adjusted ORs for White vs Black Participantsa

Characteristic

OR (95% CI)

Age-adjusted Fully adjusted
Postpartum depression 2.64 (2.59-2.69) 2.06 (2.02-2.10)

Mental health service utilization 1.98 (1.94-2.03) 1.37 (1.33-1.40)

Abbreviation: OR, odds ratio.
a Generalized linear model with logit link was fitted for each outcome. Compared with the model adjusted for age only

(age-adjusted), fully adjusted models included known risk factors of postpartum depression including demographic
characteristic variables, pregnancy outcome, and baseline comorbidity, medication use, and health service
utilization level.
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ABSTRACT
Bipartite ranking, which aims to learn a scoring function that ranks
positive individuals higher than negative ones from labeled data, is
widely adopted in various applications where sample prioritization
is needed. Recently, there have been rising concerns on whether
the learned scoring function can cause systematic disparity across
di�erent protected groups de�ned by sensitive attributes. While
there could be trade-o� between fairness and performance, in this
paper we propose a model agnostic post-processing framework for
balancing them in the bipartite ranking scenario. Speci�cally, we
maximize a weighted sum of the utility and fairness by directly
adjusting the relative ordering of samples across groups. By formu-
lating this problem as the identi�cation of an optimal warping path
across di�erent protected groups, we propose a non-parametric
method to search for such an optimal path through a dynamic
programming process. Our method is compatible with various clas-
si�cation models and applicable to a variety of ranking fairness
metrics. Comprehensive experiments on a suite of benchmark data
sets and two real-world patient electronic health record repositories
show that our method can achieve a great balance between the algo-
rithm utility and ranking fairness. Furthermore, we experimentally
verify the robustness of our method when faced with the fewer
training samples and the di�erence between training and testing
ranking score distributions.

CCS CONCEPTS
• Computing methodologies ! Ranking; • Theory of com-
putation ! Design and analysis of algorithms; Theory and
algorithms for application domains.

KEYWORDS
ranking fairness, model agnostic

1 INTRODUCTION
Machine learning algorithms have been widely applied in a vari-
ety of real-world applications including the high-stakes scenarios
such as loan approvals, criminal justice, healthcare, etc. An increas-
ing concern is whether these algorithms make fair decisions in
these cases. For example, ProPublica reported that an algorithm
used across the US for predicting a defendant’s risk of future crime
produced higher scores to African-Americans than Caucasians on
average [1]. This stimulates lots of research on improving the fair-
ness of the decisions made by machine learning algorithms.

⇤ Equal contributions from both authors.

Existing works on fairness in machine learning have mostly fo-
cused on the disparate impacts of binary decisions informed by
algorithms with respect to di�erent groups formed from the pro-
tected variables (e.g., gender or race). Demographic parity requires
the classi�cation results to be independent of the group member-
ships. Equalized odds [16] seeks for equal false positive and negative
rates across di�erent groups. Accuracy parity [38] needs equalized
error rates across di�erent groups.

Another scenario that frequently involves computational algo-
rithms is ranking. For example, Model for End-stage Liver Disease
(MELD) score, which is derived from a simple linear model from
several features, has been used for prioritizing candidates who need
liver transplantation [36]. Studies have found that women were
less likely than men to receive a liver transplant within 3 years
with the MELD score [29]. To quantify ranking fairness, Kallus et
al. [20] proposed xAUC, which measures the probability of posi-
tive examples of one group being ranked above negative examples
of another group. Beutel et al. [2] proposed a similar de�nition
pairwise ranking fairness (PRF), which requires equal probabilities
for positive instances from each group ranked above all negative
instances.

To address the potential disparity induced from risk scores,
Kallus et al. [20] proposed a post-processing approach that adjusts
the risk scores of the instances in the disadvantaged group with a
parameterized monotonically increasing function. This method is
model agnostic and aims to achieve equal xAUC, but it does not
consider algorithm utility (i.e., AUC) explicitly. Beutel et al. [2]
studied the balance between algorithm utility and ranking fairness
and proposed an optimization framework by minimizing an ob-
jective including the classi�cation loss and a regularization term
evaluating the absolute correlation between the group membership
and pairwise residual predictions. Though this method considers
both utility and fairness, is model-dependent and does not directly
optimize PRF disparity but an approximated proxy.

In this paper, we develop amodel agnostic post-processing frame-
work, xOrder, to achieve ranking fairness and maintain the algo-
rithm utility. Speci�cally, we show that both algorithm utility and
ranking fairness are essentially determined by the ordering of the
instances involved. xOrder makes direct adjustments of the cross-
group instance ordering (while existing post-processing algorithms
mostly aimed at adjusting the ranking scores to optimize the order-
ing). The optimal adjustments can be obtained through a dynamic
programming procedure of minimizing an objective comprising
a weighted sum of algorithm utility loss and ranking disparity.
We theoretically analyze our method in two cases. If we focus on
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Utility and Fairness of Bipartite Ranking

Suppose the predicted risk scores are as follows:

The utility is the probability of a positive sample 
 ranks above a negative sample (AUC)

The probabilitity of a positive sample from one group ranks above 
a negative sample from the other group (xAUC)[1]

xOrder: How to Optimize the Ordering

Optimizing the cross-group ordering equals to find an optimal path which 
contains all individuals.

1. finding an optimal cross-group ordering;

2. adjusting the risk scores of the group b;

3. construct a transformation between the 
    original risk scores and the adjusted scores.

xOrder: Theoretical Ananysis
Optimal path selection

There are             paths(�� , �� denotes the number of samples in group a and b, respectively).

Theoretically, xOrder obtains the optimal path for maximizing the utility.

The original risk scores (AUC = 0.5).
1. individuals in group a are asigned reasonable risk 
scores (AUC(a) = 1)
2. individuals in group b are asigned unexpected risk 
scores (AUC(b) = 0.25)

The adjusted risk scores achieve the optimal utility 
(AUC = 0.83).
Borrow the knowledge of group a to adjust the risk 
scores of group b.

Experimental Results

optimizing the ordering:
1. a more flexible function without any parameters;
2. a more stable performance.
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First, AI decision support tools could be used to identify real-time
bias in physician decision-making. Many nonmedical factors affect phy-
sician decision-making; situations with high cognitive load, such as
decision-making at the end of a clinic day, are particularly prone to bias.
If rational AI predictions and clinician decision-making differ in these
situations, clinicians could be alerted in real time about decisions that
are at risk of bias. For example, an AI algorithm may flag a possibly ques-
tionable opioid prescription at the end of a primary care clinician’s day,
providinganeededcheckonthisdecision.Therearefledglingexamples
of using AI to identify disparities. When applied to unstructured data
from psychiatry notes, AI algorithms demonstrated greater documen-
tation of anxiety and chronic pain topics for white patients and psycho-
sis topics for black, Hispanic, and Asian patients. Alerting clinicians to
these disparities in documentation in real time could improve care of
patients by making implicit biases in their practice more salient.7

Second, because most AI bias is related to the data-generating
process, the primary solution may be to preferentially use unbi-
ased data sources. Uniform collection of large amounts of data on
all patients is now possible because of more routine use of nonin-
vasive monitoring. Examples of relatively unbiased, uniform data
sources include recorded vital sign data during surgical operations
or triage data collected from the first hour after emergency depart-
ment presentation, “upstream” of clinician judgments. Random-
ized trial data also could be used preferentially instead of observa-
tional data to support AI development, although it would be
important to access which patients had been enrolled in the clini-

cal trials. In many regards, the potential bias in AI is similar to con-
cerns raised in clinical trials, in that participants are often nonrep-
resentative of the general population.

Other steps could help facilitate addressing bias in health care
AI. For instance, existing standards, including the PROBAST tool to
assess risk of bias in prediction models, can aid algorithm develop-
ers in selecting representative training sets and appropriate predic-
tor variables.8 In addition, algorithm predictions and subsequent ac-
tions could be tracked continuously to help ensure that outputs are
not reinforcing existing social biases. Algorithm developers also could
use certain sensitivity checks, including creating simulated data sets
with high numbers of omitted variables and conducting counter-
factual simulations, to determine how robust predictions are to omit-
ted variable bias. For data sets that are necessarily collected after
clinician decisions, algorithm developers could seek to oversample
underrepresented populations to mitigate statistical bias.

Conclusions
Artificial intelligence is making its way into clinical practice. Be-
cause of its reliance on historical data, which are based on biased
data generation or clinical practices, AI can create or perpetuate bi-
ases that may worsen patient outcomes. However, by strategically
deploying AI and carefully selecting underlying data, algorithm de-
velopers can mitigate AI bias. Addressing bias could allow AI to reach
its fullest potential by helping to improve diagnosis and prediction
while protecting patients.
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Table. Artificial Intelligence Bias in Health Care

Example of Bias Type of Bias Potential Reasons for Bias Methods to Address Bias

Low sensitivity of Framingham
Risk Score in minority subgroups

Statistical Algorithm training sample
differs significantly from
the population of interest

Oversample minority subgroups
in training sample; tailor predictions
or scores for specific subgroups

Delayed diagnosis of lung cancer
in patients with low socioeconomic
status or who lack transportation
access to clinic

Social Underlying disparities
in diagnosis

Create flags for model uncertainty
in predictions for certain
high-risk subgroups

Missing data in electronic health
record–based data sets due to lack
of patient follow-up

Statistical
and social

Missing data Base predictions on “upstream”
data at presentation of illness,
not on subsequent follow-up data

Opinion Viewpoint
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writer) that are not normally included in fields used for clinical
decision support, algorithms may correctly misinterpret available
data.8 As a result, the algorithms may not offer benefit to people
whose data are missing from the data set.9

For example, studies have found that individuals from vulner-
able populations, including those with low socioeconomic status,10

those with psychosocial issues,11 and immigrants,12 are more likely to
visit multiple institutions or health care systems to receive care.
Clinical decision support tools that identify patients based on having
a certain number of encounters with a particular International
Classification of Diseases code or medication will be less likely to find
patients who have had the same number of visits across several
different health care systems than those who receive all their care in
one system. In addition, patients with low socioeconomic status may
receive fewer diagnostic tests and medications for chronic diseases
and have limited access to health care.10 One consequence is that such
patients may have insufficient information in the electronic health rec-
ord to qualify for disease definitions in a clinical decision support tool
that would trigger early interventions or may only be identified if their
disease becomes more severe. The electronic health record may also
not capture data on relevant factors to improving health in these
subgroups, such as difficulties with housing or transportation.

When an algorithm cannot observe and identify certain indi-
viduals, a machine learning model cannot assign an outcome to them.
Although the degree to which race/ethnicity, socioeconomic sta-
tus, and related variables are missing in the electronic health rec-
ord is not known, most commercial insurance plans are missing at
least half of their data on ethnicity, primary spoken language, and
primary written language; only one-third of commercial plans
reported complete and partially complete data on race, patterns that
are likely reflected in electronic health record data.11

As a result, if models trained at one institution are applied to data
at another institution, inaccurate analyses and outputs may result.
For example, machine learning algorithms developed at a univer-
sity hospital to predict patient-reported outcome measures, which
tend to be documented by individuals with higher income, younger
age, and white race, may not be applicable when applied to a com-
munity hospital that serves a primarily low-income, minority pa-
tient population. Similar issues also occur in other types of studies,
such as clinical trials, and are a reason that diverse individuals should
be recruited. Machine learning techniques that have been devel-

oped to account for missing data can be used in such circum-
stances to help control for potential biases.12 The techniques may
not be used consistently, however. A 2017 review13 found that only
54% of studies that generated prediction algorithms based on the
electronic health record accounted for missing data. Algorithms gen-
erated at a single institution could be improved through the inte-
gration of larger, external data sets that include more diverse
patient populations, although lack of representation of individuals
who do not seek care would remain an issue.

Sample Size and Underestimation
Even when there are some data for certain groups of patients,
insufficient sample sizes may make it difficult for these data to be
interpreted through machine learning techniques. Underestima-
tion occurs when a learning algorithm is trained on insufficient data
and fails to provide estimates for interesting or important cases,
instead approximating mean trends to avoid overfitting.14 Low
sample size and underestimation of minority groups are not unique
to machine learning or electronic health record data but a common
issue in other types of studies, such as randomized clinical trials and
genetic studies. For instance, genetic studies have been criticized
for not fully accounting for genetic diversity in non-European popu-
lations. Patients with African and unspecified ancestry have been
diagnosed with pathogenic genetic variants that were actually be-
nign but misclassified because of a lack of understanding of variant
diversity at the time of testing.15 Using simulations, the study dem-
onstrated that the inclusion of African Americans in control groups
could have prevented misclassification.15

Another recent study16 aimed to identify differences in dis-
ease susceptibility and comorbidities across different racial/ethnic
groups using electronic health record data. Researchers found race/
ethnicity-based differences for risk of various conditions and noted
that Hispanic and Latino patients had lower disease connectivity pat-
terns compared with patients of European ancestry and African
Americans, implying lower overall disease burden among this group
of patients. However, this finding could also represent confound-
ing factors not captured in the data, including access to health care,
language barriers, or other socioeconomic factors. Similarly,
machine learning–based clinical decision support systems could

Table. Sources of Bias in EHR Data and Their Potential to Contribute to Health Care Disparities

Sources of Bias
Entering
EHR Systems

Potential to Differentially Affect
Vulnerable Populations

Example of Biases With Respect
to Clinical Decision Support Output

Missing data Certain patients may have more fractured care and/or be seen
at multiple institutions; patients with lower health literacy
may not be able to access online patient portals and document
patient-reported outcomes

The EHR may only contain more severe cases for certain patient
populations and make erroneous inferences about the risk for such
cases; conditioning on complete data may eliminate large portions
of the population and result in inaccurate predictions for certain
groups

Sample size Certain subgroups of patients may not exist in sufficient numbers
for a predictive analytic algorithm

Underestimation may lead to estimates of mean trends to avoid
overfitting, leading to uninformative predictions for subgroups
of patients; clinical decision support may be restricted to only the
largest groups, spurring improvements in certain patient
populations without similar support for others

Misclassification or
measurement error

Patients of low socioeconomic status may be more likely to be seen
in teaching clinics, where data input or clinical reasoning may be
less accurate or systematically different than that from patients
of higher socioeconomic status; implicit bias by health care
practitioners leads to disparities in care

Algorithm inaccurately learns to treat patients of low
socioeconomic status according to less than optimal care
and/or according to implicit biases

Abbreviation: EHR, electronic health record.
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training data, making the model interpretable. For in-
stance, larger values of inflammatory markers, such as
LDH, ferritin, and CRP drive to a positive prediction.
These markers have been reported to be significantly as-
sociated with a higher risk of the development of
COVID-19 and disease progression (9 , 30 ). Smaller val-
ues of lymphocyte count drive to a positive prediction.
Lymphopenia is observed in a proportion of COVID-
19 patients at hospital admission (7 , 31 ) and is a com-
mon feature in severe COVID-19 patients (3, 32 ). It is
noteworthy that the control group in the training set
consisted of patients negative for COVID-19 but ill for
other diseases. That may explain why smaller values of a
few laboratory tests, such as troponin, ALP, and indirect
bilirubin, were seen in the SARS-CoV-2 positive group
compared to the control group.

There are three potential limitations to the use of
this model. First, the model was trained on a dataset
generated from a patient cohort who were in the hospi-
tal for moderate to life-threatening presentations of
COVID-19. Thus, this model may not be applicable
to mild COVID-19 cases. Second, the model was

developed with a “control group” of ill patients in a met-
ropolitan hospital for other causes. Thus, the model
may need further refinement with different populations,
such as patients seen in a primary care office. Third,
clinical application of the proposed model may require
modification of laboratory testing practice to include
tests that are not currently part of the institutional
COVID-like illness (CLI) laboratory test panel.

Generally speaking, an ideal training set for a
learning-based approach should cover the variability of
samples across different demographic and geographic
distributions, as well as co-morbidities, facilities (e.g.,
ED, inpatients, out-patient clinics) and to follow their
changes over time. In practice, any training set collected
within a fixed time period cannot satisfy all these wishes.
The deployment of software in medical scenarios cannot
be achieved by one stop. It is a continuous learning pro-
cess that involves model monitoring, updating, and cus-
tomization. The US Food and Drug Administration
published a white paper (33) last year particularly
discussing how to properly regulate the adaptations/
modifications of AI/machine learning models as a

Fig. 4. Contribution laboratory tests to the prediction of the GBDT model, using the SHAP technique. (a) The laboratory tests are
organized on the y-axis according to their mean absolute SHAP values shown on the x-axis, which represents how the testing
results drive the prediction of the GBDT model. Individual values of each test for each patient are colored according to their rela-
tive values. (b) Representative force plot of a patient who had a negative RT-PCR result at the initial ED visit. The GBDT model
predicts a positive probability score of 0.95. Laboratory tests in red are positive “force,” whereas tests in blue are negative
“force” driving the COVID-19 positive prediction.
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ABSTRACT
Algorithmic fairness has aroused considerable interests in data min-
ing and machine learning communities recently. So far the existing
research has been mostly focusing on the development of quan-
titative metrics to measure algorithm disparities across di�erent
protected groups, and approaches for adjusting the algorithm out-
put to reduce such disparities. In this paper, we propose to study
the problem of identi�cation of the source of model disparities. Un-
like existing interpretation methods which typically learn feature
importance, we consider the causal relationships among feature
variables and propose a novel framework to decompose the dis-
parity into the sum of contributions from fairness-aware causal
paths, which are paths linking the sensitive attribute and the �nal
predictions, on the graph. We also consider the scenario when the
directions on certain edges within those paths cannot be deter-
mined. Our framework is also model agnostic and applicable to a
variety of quantitative disparity measures. Empirical evaluations on
both synthetic and real-world data sets are provided to show that
our method can provide precise and comprehensive explanations
to the model disparities.

CCS CONCEPTS
•Mathematics of computing! Causal networks; • Comput-
ing methodologies ! Supervised learning.

KEYWORDS
fairness; explanation; causal graph

1 INTRODUCTION
Machine learning algorithms have been widely applied in a va-
riety of real-world applications including high-stakes scenarios
such as loan approvals, criminal justice, healthcare, etc. In these
real-world applications, fairness is getting increasing attentions as
machine learning algorithms may lead to discrimination against
certain disadvantaged sub-populations. This triggers the research
on algorithmic fairness, which focus on whether members of spe-
ci�c unprivileged groups are more likely to receive unfavorable
decisions made from machine learning algorithms.

One important line of research in the computational fairness
community is to develop metrics for measuring group fairness, such
as demographic parity [11], equalized opportunity [14], accuracy
parity [32], etc., so that the discrepancy among the decisions made

in di�erent groups (a.k.a. disparity) are precisely quanti�ed, which
can further inspire the development of fair machine learningmodels
that aim to minimize such disparities [3, 22, 32, 33].

Despite the great e�orts on fairness quanti�cation and fair model
development, one critical issue that has not been studied extensively
is the diagnostics of model fairness, i.e., what are the reasons that
lead to the model disparity? This information is crucial for under-
standing the intrinsic model mechanism and provides insights on
how to improve model fairness. As an example, under the current
pandemic, researchers have found that the racial and ethnic mi-
nority groups have been disproportionately a�ected by COVID-19.
African Americans and Hispanics or Latinos are found to be more
likely to have positive tests [2, 23], COVID-19 associated hospital-
izations and deaths [26], compared with non-Hispanic Whites. In
this case, it is crucial to �gure out whether such disparity is coming
from genetic factors or accessibility to adequate healthcare services,
which will imply completely di�erent clinical management plans
and public health policies for battling with the pandemic.

In view of this need, recently researchers have leveraged Shapley
value basedmethods [21] to attribute the model disparity as the sum
of individual contributions from input features [6, 20], so that we
can understand which feature contributes more or less to the model
disparity. However, in real-world problems, the mechanism that
causes model disparity could be much more complex. Considering
the COVID-19 example above, it turns out that one main factor
contributing to such disparity is disproportionate access to care for
patients with di�erent races and ethnicity, which can be impacted
by both economic status [13] and food insecurity [30]. In practice,
they correspond to two di�erent causal paths leading to outcome
disparity and imply di�erent public health intervention policies.

In this paper, we propose FACTS (which stands for Fairness-
Aware Causal paTh decompoSition), a novel framework for algo-
rithm fairness explanation. FACTS decomposes the model disparity
as the sum over the contributions of a set of Fairness-Aware Causal
paThs (FACT) linking the sensitive attributes with the outcome vari-
able. In this way, our approach can quantify the di�erent causality
mechanisms that can lead to the overall model disparity. Speci�cally,
FACTS includes two steps:

• Step 1. FACTs identi�cation, where we propose a method to
identify all active paths that link the sensitive attributes and
�nal outcome without colliders given a causal graph con-
structed on feature variables (which are referred to as FACTs).
The graph could be given according to domain knowledge or

ar
X

iv
:2

10
8.

05
33

5v
1 

 [c
s.L

G
]  

11
 A

ug
 2

02
1

���� ����������#���������������������$
� �&"�.�+�"*�(
• �>A�<>34;�, 0=3�0�30C0�B0<?;4�-

f(x) = �f (0) +
XM

i=1
�f(x)(i)

�f (i) = EX|A=1[�f(x)(i)]� EX|A=0[�f(x)(i)]

���)*'����(����-&"�$�)!%$�,!) �� �&"�.�+�"*�(

'>< �46;4H� '>180B &27F434B� �7A8BC>?74A �AH4� 0=3 �;H0 �4864� �	�	� �G?;08=018;8CH 5>A 508A <0278=4 ;40A=8=6� 0A+8E ?A4?A8=C
0A+8E��	
	�	���� ��	�	��
&2>CC !  D=314A6� �	�	� �G?;08=8=6 $D0=C8C0C8E4 !40BDA4B >5 �08A=4BB� �08A � %4B?>=B81;4 �� *>A:B7>? � ����	�	 ��	�	��

Tom Begley, Tobias Schwedes, Christopher Frye, and Ilya Feige. 2020. Explainability for fair
machine learning. arXiv preprint arXiv:2010.07389 (2020).
Scott M Lundberg. 2020. Explaining Quantitative Measures of Fairness. Fair & Responsible AI
Workshop @ CHI2020 (2020).

���� ����������#���������������������$
� �&"�.�+�"*�(
• �>A�<>34;�, 0=3�0�30C0�B0<?;4�-

f(x) = �f (0) +
XM

i=1
�f(x)(i)

�f (i) = EX|A=1[�f(x)(i)]� EX|A=0[�f(x)(i)]

���)*'����(����-&"�$�)!%$�,!) �� �&"�.�+�"*�(

'>< �46;4H� '>180B &27F434B� �7A8BC>?74A �AH4� 0=3 �;H0 �4864� �	�	� �G?;08=018;8CH 5>A 508A <0278=4 ;40A=8=6� 0A+8E ?A4?A8=C
0A+8E��	
	�	���� ��	�	��
&2>CC !  D=314A6� �	�	� �G?;08=8=6 $D0=C8C0C8E4 !40BDA4B >5 �08A=4BB� �08A � %4B?>=B81;4 �� *>A:B7>? � ����	�	 ��	�	��

A

X2X1

Ŷ
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Economic status ({poverty index, if available for food program}) plays an
important role in Δ)* by both direct disparity to prediction and indirect
impact through other features

Table 2: Normalized root-mean-square error of estimated
path contributions.

MLP Xgboost
PSE Ours PSE Ours

(1 0.09 (± 0.03) 0.06 (± 0.02) 0.07 (± 0.02) 0.07 (± 0.01)
(2 0.14 (± 0.03) 0.10 (± 0.03) 0.20 (± 0.07) 0.10 (± 0.07)

Table 3: Normalized absolute di�erence of the summation
of path contributions and �⇡% . If the di�erence equals 0, the
�⇡% can be completely explained by the contributions.

MLP Xgboost
PSE Ours PSE Ours

(1 0.05 (± 0.03) 0.01 (± 0.01) 0.04 (± 0.02) 0.01 (± 0.01)
(2 0.09 (± 0.04) 0.01 (± 0.01) 0.05 (± 0.03) 0.01 (± 0.01)

Adult 0.23( ± 0.04) 0.07 (± 0.01) 0.29(± 0.02) 0.10 (± 0.01)
COMPAS 0.59( ± 0.04) 0.06 (± 0.03) 0.66(± 0.10) 0.15 (± 0.07)
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Figure 3: (a): PDAG to explain �⇡% onNutrition, showing top
7 paths contributing to �⇡% . The meanings of nodes are in
Table 4. (b): The set of selected FACTs (T⇤) under di�erent
values of _ (larger _ means stronger fairness constraints) on
Nutrition dataset. Red paths indicates the paths in T⇤.

or no (. = 1 for non-recidivism). Race is the sensitive attribute
(� = 1 for white people) and we choose 7 other attributes including
age, gender, number of prior crimes, triple of numbers of juvenile
felonies/juvenile misdemeanors/other juvenile convictions, original
charge degree.
Nutrition (National Health and Nutrition Examination Survey) [10]:
This dataset consists of 14, 704 individuals with 20 demographic
features and laboratory measurements. The target is to predict 15-
year survival. We follow the data preprocessing procedures in [29].
Race (white, non-white) is selected as the sensitive attribute. We
set . = 1 for 15-year survival and � = 1 for white people.

4.2 Experimental Setting
We evaluate FACTS from two aspects: 1) path explanations for �⇡% ;
2) fair learning through FACT selection. Here are some general
settings to train model 5 and learn the FACTs.
Model Training: We train 5 using a 70%/30% train/test split. We
randomly split data with this ratio and run experiments 5 times. The
average result is reported. The hyper-parameters of the model are
tuned by cross-validation. When we calculate path explanations for
�⇡% , we implement 5 as MultiLayer Perceptron (MLP) or Xgboost
[8] and report the results respectively.

Table 4: Feature explanations on Nutrition. Each column
shows the contributions of features to �⇡% with ISV/ASV.

Features ISV ASV

Poverty Idx, Food Program (j1) 0.0318 0.0355
Blood pressure (j2) 0.0141 0.0129

Serum magnesium (j3) 0.0076 0.0079
Blood protein (j4) 0.0064 0.0075

Sedimentation rate (j5) 0.0099 0.0061
White blood cells, Red blood cells (j6) -0.0077 -0.0082

Table 5: Path explanations onNutrition dataset. The�rst col-
umn shows the contributions of paths to �⇡% (�5 (?8 )), the
second column shows the contributions to utility ( 5 (?8 )).

Paths �5 (?8 )  5 (?8 )
� ! j1 ! .̂ 0.0324 0.0039
� ! j2 ! .̂ 0.0126 0.0009
� ! j3 ! .̂ 0.0081 0.0006
� ! j4 ! .̂ 0.0077 0.0032
� ! j5 ! .̂ 0.0060 0.0006

� ! j1 ! j5 ! .̂ 0.0031 0.0009
� ! j6 ! .̂ -0.0082 < 0.0001

Causal Discovery: For the synthetic dataset, we directly use the
ground-truth causal graph. For real-world datasets, the ground-
truth causal graphs are not available. For Adult and Nutrition
datasets, we use the causal graphs built in previous works [9, 24, 29].
For COMPAS dataset, we construct the causal graph with PC algo-
rithm [28], with directions on certain edges restricted and corrected
according to domain knowledge. The PDAGs and rules we use to
determine the causal directions are shown in the appendix.

4.3 Path Explanations for �⇡%

4.3.1 Baselines. Since there is no existing method speci�cally de-
signed to explain disparity by causal paths. We adopt the following
explanation methods as baselines:

• Feature-based Explanation by Shapley Values: we use di�er-
ent Shapley values (Independent Shapley Values(ISV ) in [21]
and Asymmetric Shapley Values(ASV ) in [12]) to calculate
the feature-based contribution to disparity with Eq.(7).

• Path-speci�c Explanations (PSE): we calculate the path-speci�c
e�ect of each potential active path as the estimation of its
contribution to disparity, following the calculation in [9].
Since the calculation of path-speci�c e�ect requires that the
causal relations among - (P) must be identi�ed in G. We
only report the quantitative results on synthetic, Adult and
COMPAS datasets, where this condition is satis�ed.

4.3.2 Evaluation Metric. As path-speci�c e�ect (PSE) can also pro-
vide estimations of path contributions to disparity, we directly
compare PSE and FACTS with the following evaluation metrics.

(1) Accuracy: For synthetic dataset where the ground-truth path
contributions is available, we evaluate the methods with the

Table 2: Normalized root-mean-square error of estimated
path contributions.

MLP Xgboost
PSE Ours PSE Ours

(1 0.09 (± 0.03) 0.06 (± 0.02) 0.07 (± 0.02) 0.07 (± 0.01)
(2 0.14 (± 0.03) 0.10 (± 0.03) 0.20 (± 0.07) 0.10 (± 0.07)

Table 3: Normalized absolute di�erence of the summation
of path contributions and �⇡% . If the di�erence equals 0, the
�⇡% can be completely explained by the contributions.

MLP Xgboost
PSE Ours PSE Ours

(1 0.05 (± 0.03) 0.01 (± 0.01) 0.04 (± 0.02) 0.01 (± 0.01)
(2 0.09 (± 0.04) 0.01 (± 0.01) 0.05 (± 0.03) 0.01 (± 0.01)

Adult 0.23( ± 0.04) 0.07 (± 0.01) 0.29(± 0.02) 0.10 (± 0.01)
COMPAS 0.59( ± 0.04) 0.06 (± 0.03) 0.66(± 0.10) 0.15 (± 0.07)
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Figure 3: (a): PDAG to explain �⇡% onNutrition, showing top
7 paths contributing to �⇡% . The meanings of nodes are in
Table 4. (b): The set of selected FACTs (T⇤) under di�erent
values of _ (larger _ means stronger fairness constraints) on
Nutrition dataset. Red paths indicates the paths in T⇤.

or no (. = 1 for non-recidivism). Race is the sensitive attribute
(� = 1 for white people) and we choose 7 other attributes including
age, gender, number of prior crimes, triple of numbers of juvenile
felonies/juvenile misdemeanors/other juvenile convictions, original
charge degree.
Nutrition (National Health and Nutrition Examination Survey) [10]:
This dataset consists of 14, 704 individuals with 20 demographic
features and laboratory measurements. The target is to predict 15-
year survival. We follow the data preprocessing procedures in [29].
Race (white, non-white) is selected as the sensitive attribute. We
set . = 1 for 15-year survival and � = 1 for white people.

4.2 Experimental Setting
We evaluate FACTS from two aspects: 1) path explanations for �⇡% ;
2) fair learning through FACT selection. Here are some general
settings to train model 5 and learn the FACTs.
Model Training: We train 5 using a 70%/30% train/test split. We
randomly split data with this ratio and run experiments 5 times. The
average result is reported. The hyper-parameters of the model are
tuned by cross-validation. When we calculate path explanations for
�⇡% , we implement 5 as MultiLayer Perceptron (MLP) or Xgboost
[8] and report the results respectively.

Table 4: Feature explanations on Nutrition. Each column
shows the contributions of features to �⇡% with ISV/ASV.

Features ISV ASV

Poverty Idx, Food Program (j1) 0.0318 0.0355
Blood pressure (j2) 0.0141 0.0129

Serum magnesium (j3) 0.0076 0.0079
Blood protein (j4) 0.0064 0.0075

Sedimentation rate (j5) 0.0099 0.0061
White blood cells, Red blood cells (j6) -0.0077 -0.0082

Table 5: Path explanations onNutrition dataset. The�rst col-
umn shows the contributions of paths to �⇡% (�5 (?8 )), the
second column shows the contributions to utility ( 5 (?8 )).

Paths �5 (?8 )  5 (?8 )
� ! j1 ! .̂ 0.0324 0.0039
� ! j2 ! .̂ 0.0126 0.0009
� ! j3 ! .̂ 0.0081 0.0006
� ! j4 ! .̂ 0.0077 0.0032
� ! j5 ! .̂ 0.0060 0.0006

� ! j1 ! j5 ! .̂ 0.0031 0.0009
� ! j6 ! .̂ -0.0082 < 0.0001

Causal Discovery: For the synthetic dataset, we directly use the
ground-truth causal graph. For real-world datasets, the ground-
truth causal graphs are not available. For Adult and Nutrition
datasets, we use the causal graphs built in previous works [9, 24, 29].
For COMPAS dataset, we construct the causal graph with PC algo-
rithm [28], with directions on certain edges restricted and corrected
according to domain knowledge. The PDAGs and rules we use to
determine the causal directions are shown in the appendix.

4.3 Path Explanations for �⇡%

4.3.1 Baselines. Since there is no existing method speci�cally de-
signed to explain disparity by causal paths. We adopt the following
explanation methods as baselines:

• Feature-based Explanation by Shapley Values: we use di�er-
ent Shapley values (Independent Shapley Values(ISV ) in [21]
and Asymmetric Shapley Values(ASV ) in [12]) to calculate
the feature-based contribution to disparity with Eq.(7).

• Path-speci�c Explanations (PSE): we calculate the path-speci�c
e�ect of each potential active path as the estimation of its
contribution to disparity, following the calculation in [9].
Since the calculation of path-speci�c e�ect requires that the
causal relations among - (P) must be identi�ed in G. We
only report the quantitative results on synthetic, Adult and
COMPAS datasets, where this condition is satis�ed.

4.3.2 Evaluation Metric. As path-speci�c e�ect (PSE) can also pro-
vide estimations of path contributions to disparity, we directly
compare PSE and FACTS with the following evaluation metrics.

(1) Accuracy: For synthetic dataset where the ground-truth path
contributions is available, we evaluate the methods with the
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At last, we discuss the main opportunities and open questions for future applications
in healthcare.

Difference with Existing Reviews There has been a few review articles on federated
learning recently. For example, Yang et al. [109] wrote the early federated learning
survey summarizing the general privacy-preserving techniques that can be applied
to federated learning. Some researchers surveyed sub-problems of federated learn-
ing, e.g., personalization techniques [59], semi-supervised learning algorithms [49],
threat models [68], and mobile edge networks [66]. Kairouz et al. [51] discussed
recent advances and presented an extensive collection of open problems and chal-
lenges. Li et al. [63] conducted the review on federated learning from a system
viewpoint. Different from those reviews, this paper provided the potential of feder-
ated learning to be applied in healthcare. We summarized the general solution to the
challenges in federated learning scenario and surveyed a set of representative feder-
ated learning methods for healthcare. In the last part of this review, we outlined some
directions or open questions in federated learning for healthcare. An early version of
this paper is available on arXiv [107].

2 Federated Learning

Federated learning is a problem of training a high-quality shared global model with
a central server from decentralized data scattered among large number of different
clients (Fig. 1). Mathematically, assume there are K activated clients where the data
reside in (a client could be a mobile phone, a wearable device, or a clinical institution
data warehouse, etc.). LetDk denote the data distribution associated with client k and

Fig. 1 Schematic of the federated learning framework. The model is trained in a distributed manner: the
institutions periodically communicate the local updates with a central server to learn a global model; the
central server aggregates the updates and sends back the parameters of the updated global model

Xu, Jie, Benjamin S. Glicksberg, Chang Su, Peter Walker, Jiang Bian, and Fei Wang. "Federated learning for 
healthcare informatics." Journal of Healthcare Informatics Research (2020): 1-19.

https://www.technologyreview.com/2020/11/18/1012234/training-machine-learning-broken-real-world-heath-nlp-computer-vision/
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al. [4] propose q-FFL to obtain a min-max performance of all clients by empirically adjusting the89

power of the objectives, which cannot always guarantee a more consistent model utility distribution90

without sufficient searching for appropriate power values. Mohri et al. [5] propose AFL, a min-max91

optimization scheme which focuses on the single worst client. However, focusing on the single92

worst objective can cause another client to perform worse, thus we propose to take all objectives into93

account and optimize a surrogate maximum function to achieve a min-max performance distribution94

in this paper.95

Multi-objective optimization aims to learn a model that gives consideration to all objectives involved.96

The optimization methods for multi-objective typically involve linear scalarization or its variants,97

such as those with adaptive weights [19], but it is challenging for these approaches to handling98

the competing performance among different clients [20]. Martinez et al. [21] proposed a multi-99

objective optimization framework called Min-Max Pareto Fairness (MMPF) to achieve consistency100

by inducing a min-max performance of all groups based on convex assumption, which is fairly strong101

as non-convex objectives are ubiquitous. In this paper, we formulate the problem of achieving both102

fairness and consistency in federated networks through constrained multi-objective optimization.103

Previous research on solving this problem has been mostly focusing on gradient-free algorithms such104

as evolutionary algorithms [22], physics-based and deterministic approaches [23]. Gradient-based105

methods are still under-explored [24]. We propose a novel gradient-based method FCFL , which106

searches for the desired gradient direction iteratively by solving constrained Linear Programming107

(LP) problems to achieve fairness and consistency simultaneously in federated networks.108

3 Problem Setup109

The problem to be solved in this paper is formally defined in this section. Specifically, we will110

introduce the algorithmic fairness problem, how to extend existing fairness criteria to federated111

setting, and the consistency issues of model utility in federated learning.112

3.1 Preliminaries113

Federated Learning. Suppose there are N local clients c1, c2, ...cN and each client is associated with114

a specific dataset D
k =

�
X

k
, Y

k
 

, k 2 {1, 2, ..., N}, where the input space X
k and output space Y

k115

are shared across all N clients. There are n
k samples in the k-th client and each sample is denoted as116 �

x
k
i , y

k
i

 
. The goal of the federated learning is to collaboratively learn a global model h with the pa-117

rameters ✓ to predict the label Ŷ
k as on each client. The classical federated learning aims to minimize118

the empirical risk over the samples from all clients i.e., min✓
1PN

k=1 nk

PN
k=1

Pnk

i=1 lk(h✓(xk
i ), yk

i )119

where lk is the loss objective of the k-th client.120

Fairness. Fairness refers to the disparities in the algorithm decisions made across different groups121

formed by the sensitive attribute, such as gender and race. If we denote the dataset on the k-th client122

as D
k =

�
X

k
, A

k
, Y

k
 

, where A
k

2 A is the binary sensitive attribute, then we can define the123

multi-client fairness as follows:124

Definition 1 (Multi-client fairness (MCF)). A learned model h achieves multi-client fairness if h125

meets the following condition:126

�Disk(h) � ✏k  0 8k 2 {1, ., N} (1)
where �Disk(h) denotes the disparity induced by the model h and ✏k is the given fairness budget127

of the k-th client. The disparity on the k-th client �Disk can be measured by demographic parity128

(DP) [8] and Equal Opportunity (EO) [9] as follows:129

�DPk = |P (Ŷ k = 1|A
k = 0) � P (Ŷ k = 1|A

k = 1)|

�EOk = |P (Ŷ k = 1|A
k = 0, Y

k = 1) � P (Ŷ k = 1|A
k = 1, Y

k = 1)|
(2)

As data heterogeneity may cause different disparities across all clients, the fairness budgets ✏k in130

Definition 3.1 specifies the tolerance of model disparity at the k-th client.131

Consistency. Due to the discrepancies among data distributions across different clients, the model
performance on different clients could be different. Moreover, the inconsistency will be magnified

3

when we adjust the model to be fair on local clients. There are existing research trying to improve the
model consistency by maximizing the utility of the worst performing client [4, 5]:

min
✓

max
k2{1,.,N}

1

nk

Xnk

i=1
lk(h✓(x

k
i ), yk

i )

where the max is over the losses across all clients.132

3.2 Fair and Consistent Federated Learning (FCFL)133

Our goal is to learn a model h which 1) satisfies MCF as we defined in Definition 3.1; 2) maintains134

consistent performances across all clients. We will use �DPk defined in Eq.(2) as measurement of135

disparity in our main text while the same derivations can be developed when adapting other metrics, so136

we have gk(h(Xk), Ak) = �DPk, and gk is the function of calculating model disparity on the k-th137

client. Similarly, the model utility loss lk(h(Xk), Y k) can be evaluated by different metrics (such as138

cross-entropy, hinge loss and squared loss, etc). In the rest of this paper we will use lk(h) (gk(h))139

for lk(h(Xk), Y k) (gk(h(Xk), Ak)) without causing further confusions. We formulate FCFLas the140

problem of optimizing the N utility-related objectives {l1(h), l2(h), ..., lN (h)} to achieve Pareto141

Min-Max performance with N fairness constraints:142

min
h2H

[l1(h), l2(h), ...lN (h)] s.t. gk(h) � ✏k  0 8k 2 {1, ., N} . (3)

The definitions of Pareto Solution and Pareto Front, which are fundamental concepts in multi-objective143

optimization, are as follows:144

Definition 2 (Pareto Solution and Pareto Front). Suppose l(h) = [l1(h), l2(h), ...lN (h)] represents
the utility loss vector on N learning tasks with hypothesis h 2 H, we say h is a Pareto Solution if
there is no hypothesis h

0 that dominates h: h
0
� h, i.e.,

@h
0
2 H, s.t. 8i : li(h

0)  li(h) and 9j : lj(h
0) < lj(h).

All Pareto solutions form Pareto Front P .145

From Definition 2, for a given hypothesis set H and the objective vector l(h), the Pareto solution146

avoids unnecessary harm to client utilities and may not be unique. We prefer a Pareto solution that147

achieves a higher consistency. Following the work in [4, 5], we want to obtain a Pareto solution h
⇤148

with min-max performance. Figure 1(b) shows the relationships among different model hypothesis149

sets, and we explain the meanings of different notations therein as follows:150

(1) H
F is the set of model hypotheses satisfying MCF, i.e.,

gk(h) � ✏k  0 8k 2 {1, ., N} , 8h 2 H
F
.

(2) H
FU is the set of model hypotheses achieving min-max performance (consistency) with MCF:151

H
FU

⇢ H
F and lmax(h0)  lmax(h), 8h 2 H

F
, 8h

0
2 H

FU
. (4)

(3) H
FP is the set of model hypotheses achieving Pareto optimality with MCF:152

H
FP

⇢ H
F (5a)

h
0 ⌃ h, 8h

0
2 H

F
, 8h 2 H

FP (5b)

where Eq.(5a) satisfies 8h 2 H
FP meets MCF, and Eq.(5b) ensures that 8h 2 H

FP is a Pareto153

model with MCF.154

(4) H
⇤ is our desired set of model hypotheses achieving Pareto optimality and min-max performance155

with MCF: H
⇤ = H

FP
\ H

FU .156

In summary, our goal is to obtain a fair and consistent model h
⇤

2 H
⇤ to achieve Pareto optimality157

and min-max performance with MCF.158
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Conclusions
• Modern AI technologies/machine learning has big potentials of helping

with healthcare
• With objective healthcare data, AI algorithms can suffer less from

subjective bias
• Due to quality issues and other reasons stemming from the healthcare

system, there are some inherent biases in the data
• It is important to be mindful of these biases and design fair AI algorithms

• Quantifying algorithm disparity
• Explaining algorithm disparity
• Reducing algorithm disparity

27
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